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(3) Inference speed on consumer GPUs with offloading, chat/instruct 
models, Llama 2 70B-GPTQ target, t = 0.6, OpenAssistant dataset.

(4) Inference speed without offloading, A100 GPU.

(2) Inference speed with RAM offloading. A100 GPU, base models 
SpecExec (SX) vs SpecInfer (SI). 

(1) Inference speed with RAM offloading, A100 GPU, Chat / Instruct 
models, using SpecExec (SX) vs SpecInfer (SI) methods.

Method highlights

High acceptance length
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