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The setting: majority-minority model and generic losses
• n observations of a variable Z := (X ,Y ) ∈ Rd × R (d > 0).
• Divided into two groups following the values of a binary variable A ∈ {0, 1}.

– Majority: A = 1.

– Minority: A = 0.

• Predictor fθ(X ) (e.g. deep neural network).
• Loss function ℓ(fθ(X ),Y ) (e.g. square error).
• Loss decomposition:
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Minority loss
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Perturbation results for critical points

Setting:

• Functions L1 and L0 from Rd to R and a subset K ⊂ Rd .

• Constants δ, c ,M, τ .

Assumption: Strong Morse property. For all θ ∈ K ,

∥∇L1(θ)∥ ≤ c =⇒ ρmin(∇2L1(θ)) ≥ δ.

Assumption: Strong Lipschitz regularity. For all θ1, θ2 ∈ K

ρmax

(
∇2L1(θ1)−∇2L1(θ2)

)
≤ M∥θ1 − θ2∥,

ρmax

(
∇2L0(θ1)−∇2L0(θ2)

)
≤ M∥θ1 − θ2∥.

Assumption: Bounds on the minority loss.

sup
θ∈K

∥∇L0(θ)∥ ≤ τ ,

sup
θ∈K

ρmax

(
∇2L0(θ)

)
≤ τ .

Assumption: minority small enough.

τ < min

{
c

2
,
δ

8
,

δ2

32M

}
.

Theorem: critical points are close. For each θ̂1 ∈ crit L1 ∩K (resp. θ̂ ∈ crit L∩K ) there
exists a unique corresponding θ̂ ∈ crit L ∩ K (resp. θ̂1 ∈ crit L1 ∩ K ) such that

∥θ̂1 − θ̂∥ ≤ 4τ

δ
.

Learning unbalanced data with the gradient method

Continuous approximation of gradient descent for loss L(θ):

d

dt
θ(t) = −∇L(θ(t)) with θ(0) = θinit ∈ Rd .

Majority-training zone. For losses L = L1 + L0:

Zmaj = {θ ∈ Rd : ⟨∇L(θ),∇L1(θ)⟩ > 0}.

• Gradient descent on L also decreases L1.

Theorem: Majority-training zone is large. Under the previous setting,

Zmaj-adv := K\Zmaj ⊂
⋃

θ̂1∈crit L1∩K

B

(
θ̂1,

2τ

δ

)
.

3 2 1 0 1 2 3
x

3

2

1

0

1

2

3

y

init

Zmaj adv

Numerical experiments with deep learning
Imbalance level ζ.
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A=0 A=1 Global  threshold

Catch-up overcost (in %): extra time needed for minority loss to reach threshold κ, after majority loss
does.

Model Size
κ = 90% κ = 99%

ζ = 1% 10% 30% 80% 1% 10% 30% 80%

MobileNetV2 543K 450 275 166 0 62 52 42 0
SqueezeNet 727K 270 203 150 0 55 53 32 0
VGG11 9M 291 171 114 0 53 44 25 0
ResNet18 11M 292 164 113 0 61 49 31 0
VGG19 20M 280 152 112 0 70 65 50 0
ResNet50 25M 157 86 68 0 50 37 37 0
ResNet101 42M 145 90 64 0 34 36 26 0
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