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GRIFFIN: Effective Token Alignment for Faster Speculative Decoding
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» We propose GRIFFIN, a novel speculative decoding framework that addresses GRIFFIN addresses token misalignment through two synergistic components: 1) Table: Comparison of different speculative decoding methods. This table presents evaluation results on standard LLM
token misalignment between training and decoding phases. token-alignable training strategy and 2) token-alignable draft model. benchmarfks with temperature T € {0, 1}, including speedup ratio SR and acceptance lengths 7. Higher values indicate
» We design a token-alignable training strategy with dynamic loss masking that Token-Alignable Training Strategy better periormance.
excludes highly misaligned tokens during training. Core Idea: Progressive training that mirrors decoding behavioragradually shifting - : 5 T t 1
» We intr ken-alignable draft model with Token-Guided Fusion (TGF from ground-truth f-gener kens across n forwar . smperatre = emperaure =
¢ Introduce a token-a g ab e.d . t. odel with Token-Guided Fusion (TGF) om ground-truth 1o sel-generated tokens ac QSS orward passes Model Method MT-bench HumanEval GSM8K Average MT-bench HumanEval GSM8K Average
module to correct feature inconsistencies. n-th Forward Pass (n > 2): Introduce token alignment masks to handle Y SR e S Y Y o o
j % higher acceptance length and 7% speedup ratio misalignment: d ! T ' . ! ! :
> GRIFFIN achieves 8% hig P leng o Sp P J - ) o PLD 141146 151 1.57 134139142147 \\\\ . i -y
compared to state-of-the-art methods on diverse LLMSs. » Top-k Predictable Mask: m; = 1 if X; € Top-k(X;), else O amao  Lookahead 1.64 1.711.75 1.81 1.57 1.63 1.65 1.72 , Since the acceptance conditions are relaxe
» Cumulative Alignment Mask: m; = f.‘;;_,H . m; é‘hat EAGLE-2 2.69 450 3.22 5.24 2.77 472 2.89 4.82 2.41 429 3.00 5.01 2.634.662.68 4.65
Motivation > Masked Loss: Onlv backpropaaate throuah alianed tokens: FSPAD  2.89 4.82 3.38 5.62 2.954.993.075.14 2.61 4.53 3.14 5.35 2.844.882.86 4.92
Background: Speculative decoding employs a lightweight draft model M to [,s\'jl) = — 1 Z m:((X;, X, Ft, Fy) SARCIS,FLFQN ?;2 g';:; 2'3; 2'32 ?’;2 gg ??g g.:: f.g; 2-31 ?Zg g.gg ?.gg gg? ?.22 gfg
ger?fe. ratehmultllple tgkelns through multiple forward passes, then a target model 7 _ 21 Mt lama3 EAGLE-2 2564.18336 505 2.534.412.824.54 2.26 3.75 2.63 4.77 2464.30245 427
verities them in a single pass. | | Token-Alignable Draft Model oo EAGLE-3 293 471359 572 3.175.013235152514.18 327 547 290485289  4.83
The Problem: EAGLE-style speculative decoding methods operate at the feature Two key modules enhance draft token accuracy: R FSPAD  2.72 452 3.40 5.39 2.954.77 3.02 4.89 2.43 4.09 3.04 518 2.754.602.74 4.62
level predicting hidden states F; from 7's final layer. This creates a critical 1. Token-Guided Fusion (TGF): Addresses feature inconsistency by prioritizing HASS 2.75 4.63 3.51 5.70 3.095.063.125.13 2.41 4.153.09 541 292490281 4.82
train-decode mismatch. This mismatch causes two fundamental issues: token embeddings. GRIFFIN 3.09 4.85 3.65 5.97 3.30 5.31 3.35 5.38 2.62 4.35 3.31 5.62 3.075.083.00 5.02
1 Feature Misalianment: Usina F. instead of E. for orediction. e . . . . SPS 1.81 2.34 2.04 2.68 1.732.281.862.43 1.49 1.851.57 1.99 1.521.801.53 1.88
5 Token Misali g . Draf Qk LR differ f ; P g . di . > F,eature E).(pansmn. Normalize ana expaqd to A_'d' Higher dimension enables Medusa 1.97 2.60 2.07 2.75 1.93 2.65 1.99 2.67 N/A, since the acceptance conditions are relaxed
- Token Misalignment: Draft tokens X; difter from ground-truth x; used in training. disentangling complex token-feature relationships Vicunal.,5 EAGLE-2 3.56 4.74 3.92 5.30 3.695.03 3.725.02 3.15 4.20 3.30 4.62 3.41 4.653.29  4.49
loken misalignment is particularly severe: 2. Token-Enhanced Head (TEH): Dual-head design decouples conflicting 7B FSPAD  3.73 5.16 4.12 5.74 3.855.37 3.90 5.42 3.27 4.53 3.45 511 3.564.983.42 4.87
» HASS still suffers 37% misalignment token rate. objectives. HASS 3.91 5.15 4.22 5.86 3.97 5.41 4.035.47 3.34 452 3.62 5.16 3.705.033.55 4.90
. . . _ - RIFFIN 4.02 5.36 4.53 6.29 4.14 5.63 4.23 5.76 3.38 4.64 4.12 5.68 3.885.293.79 5.20
» Error accumulates across forward passes early mistakes compound in Predict f re FP . for token prediction G
subsequent steps P d P > Predict feature e or token predictio Qwen2 EAGLE-2 2.32 3.80 2.90 4.73 2.70 4.32 2.64 4.28 2.00 3.01 2.71 4.18 2.603.982.43 3.72
9 PS- | | . > Regress feature F7 ; for subsequent passes nstruct ~ HASS  2.59 4.23 3.18 5.46 2.91 4.86 2.89 4.85 2.17 3.23 2.83 4.52 2.794.382.59  4.04
> Acceptance length plateaus after 3 forward passes despite continued training. ) ) T 7B GRIFFIN 2.76 4.67 3.34 5.75 3.025.13 3.04 5.18 2.27 3.36 3.04 4.82 2.96 4.712.76  4.30
Why naive solutions fail: r ol XT *”‘T " LaMAo EAGLE-2 297 4.68 3.61 559 3.054.973.215.08 277 445 3.41 545 2974.833.05 4.91
» Replacing x; with X; during training creates inconsistent input-feature pairs i B | » [ Down Projector ) Chat FSPAD 3.09 5.05 3.91 5.98 3.325.353.44 5.46 3.03 4.85 3.51 5.71 3.215.253.25 5.27
(X¢, Fy) - YT ) . S i (i) 2B HASS 3.11 5.05 4.16 6.05 3.385.33 3.55 5.47 3.05 4.90 3.66 5.85 3.225.303.31 5.35
> AyG.LIé HASS o and store E. for all x. before training si Sampling ; / = FR\ f GRIFFIN  3.33 5.27 4.29 6.26 3.615.56 3.74 5.70 3.36 5.07 3.94 6.13 3.615.493.64 5.56
Ao Precompule anti Sore Ty 1of all X LEIOTE raining since : i PRI S R G ¢ e (LaMA3 ~ EAGLE-2 2.96 4.13 4.03 5.08 3.21 4.423.40 454 3.04 4.05 3.65 501 3.204.323.34 4.46
regenerating data Is computationally prohibitive. T . — — [ UpProjecior ) nstruct  HASS ~ 3.36 4.59 4.61 5.73 4.015.213.995.17 3.35 4.48 423 565 3.845.173.80 5.10
» Naive substitution significantly degrades acceptance length. 1 X T i ; ; 1 Gii) 70B GRIFFIN 3.52 4.66 4.71 6.03 4.09 5.39 4.11 5.36 3.49 4.54 4.33 5.94 3.905.303.91 5.26
e i Mixtral-v0.1 EAGLE-2 1.96 3.39 2.34 4.13 2.193.792.16 3.77 1.93 3.32 2.28 3.98 2.093.712.10 3.67
Transformer Layers | | ; - ; . : i “ﬂ?em““n] “ﬂyﬁ’f?““n] Instruct HASS 2.17 3.67 2.63 4.76 2.39 4.58 2.39 4.33 2.09 3.61 2.53 4.58 2.24 4.462.28 4.21
_______ + Training Forward ———+ Decoding Forward \— ] —) Vi . s — }Tl ol 8x7B  GRIFFIN 2.29 3.97 2.82 5.25 2.51 4.86 2.54 4.69 2.22 3.89 2.71 5.08 2.394.722.44 4.56
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x | Figure: Structure of GRIFFIN's darft model. (a) Token-Alignable Draft Model. (b) TGF module. The > Paper: ALEps: //arxiv.org/abs/2502.11018
____________________________________________________ diagram depicts the shared architecture used in both training and decoding phasesaarrows indicating » Contact: sjhu24@m.fudan.edu.cn

Figure: Token and feature misalignment in EAGLE. token flow correspond to valid data dependencies in both regimes.
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