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Motivation

» Legal NLP benchmarks are English-centric & common-law, built around
case-based reasoning.

» But civil law governs >60% of jurisdictions, authority comes from codified
statutes, not precedent.

» Civil-law challenges: deep statutory hierarchies, frequent amendments,
temporal validity.

» Vietnamese law adds intricate cross-references among Articles / Clauses / Points
and no standardized benchmark exists.

= VietLegal: first comprehensive Vietnamese legal benchmark, replicable to other
civil-law jurisdictions.
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Design of VietLegal: a five-level cognitive framework

Make responsible and ethical legal judgments that ensure Bloom-inspired levels & metrics:
fairness, privacy, and moral consistency in reasoning. .
» L1 Recognition & Recall - Accuracy, EM (MCQ,
Generate coherent, impartial, and well-structured legal texts NE R)
such as summaries, arguments, and judicial reasoning.

» L2 Understanding & Structuring - Accuracy,

Reasoning Perform logical reasoning by appluing relevant legal provi-
Ol sions and facts to derive consistent legal conclusions. Macro-F1, ROUGE-L ( MCQ, MLC, BC, Gen. )
- U Understond, organize, and represent egol mearnings,elo » L3 Reasoning & Inference - Accuracy, Binary-F1
&Structuring fons, and document structures for deeper comprehension. (MCQ. BO)
M ize and il Il knowledge from statutes and . .
-- B » L4 Interpretation & Generation - ROUGE-L

(Generation)

The five-level itive fi k of VietLegal
€ Tive-level cognrtive framework ot Vietl-ega » L5 Ethics, Fairness & Bias - Accuracy (MCQ)

10,450 expert-annotated samples - 22
tasks - k = 0.89
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Experiment settings

23 LLMs, two groups:

» General multilingual - GPT-40 / mini, Claude
Sonnet 4.5, Gemini 2.5 Flash, Qwen2.5 (3B-72B),
Llama-2/3.1, Gemma-2, InternLM

» Vietnamese / domain-adapted - SeaLLM-v3,
BloomVN, Qwen3-4B-Legal, CMC-Legal-32B

J
Final Data

Ablation designs: B ——

» Zero-shot & few-shot x with / without CoT
reasoning

» Agentic RAG over 55k statutes

VietLegal data pipeline.
» Human evaluation by legal experts

Temperature = 0 - middle-truncation for long inputs.
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Main results - zero-shot across 22 tasks

Steep decline with cognitive complexity: st it T E Dot DM 88 LEE R

80-90% at L1 recall — often <60% at L3

reasoning.
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bottleneck a// mode/s <28% CMC-Legal-32B 4167 90.67 7671 86411333 6240 02917 04213 0.3695 3293 60.83 9206 7350

Conflict Detection (3.4): degenerate Domain adaptation rivals scale: CMC-Legal-32B
behavior - "no-conflict" bias vs. tops court-decision (90.67%) & unfair-contract
over-detection. (73.50%); proprietary lead shrinks at L3-L5.
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Ablation | - Prompting strategies

= Zero-shot (No Reasoning) B Zero-shot (Reasoning) Few-shot (No Reasoning)
Level 2 Variance Level 3 Variance
% 90
5
S0 8
5 5
H F
2 2
7
8 860
H g
£ £
5
£ ¢
5 5
H H
5
0
5
& & & & < g
25 & \«\" R & °“ & 2 & & & e@?
Q & 5 W & N N & 5 W & S
¢ & & e S 5 ¢ & P o S &
¢ & & @ ° g & & °
o o & o o &

» Few-shot (>) zero-shot CoT: demonstrations
give higher and more stable accuracy across
levels.

» L2 "reasoning paradox": explicit CoT often
hurts understanding/structuring, holistic
pattern-matching, not step-by-step.

» L3 mixed & task-dependent: CoT helps some
procedural tasks (article ID) but stays unstable
for conflict detection; few-shot reliably cuts
variance.

= Examples > forced reasoning; CoT is not

iformly helpful.
uniformly helpfu 6/9



Ablation Il - Human evaluation of generation tasks

Model Task 4.1 Task 4.2 Task 4.3

Legal Accuracy ~ Completeness ~ Legal Accuracy ~ Completeness ~ Legal Accuracy ~ Completeness
gpt-4o0 3.59 3.18 2.62 2.59 327 3.26
gpt-40-mini 3.39 3.01 2.36 2.36 330 338
Qwen2.5-72B-Instruct 3.34 2.76 2.40 2.53 323 3.16
CMC-Legal-32B 3.79 3.38 2.53 2.62 3.57 3.55
Human 4.79 4.88 4.76 4.78 4.82 4.85

Setup: double-blind expert rating, 1-5 Likert on Legal Accuracy & Completeness, Tasks
4.1-4.3, Kk =0.92.

» Humans set the ceiling: 4.76-4.88. » Persistent gap ~1.2-1.5 pts, widest on Task
> Best model CMC-Legal-32B: 3.57-3.79 4.2 (IRAC reasoning).
accuracy; GPT-40 second. = ROUGE-L alone is misleading; human judgment

exposes the real gap.
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Key takeaways

» Advanced legal reasoning is largely unsolved - article prediction &
conflict detection remain hard.

» Domain pretraining > scale: small legal models beat models 10-18x
larger.

» Proprietary advantage shrinks at higher cognitive levels.
» Open problems for all models: bias detection & legal-schema
understanding.

We release 10,450 expert-verified samples - a replicable standard for civil-law LLM
evaluation.
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