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The problem: genetic risk varies across ancestry

� The same DNA variant can
strongly raise disease risk in one
population and barely matter in
another.

� Most genetic data come from
people of European ancestry.

� Amodel that ignores this learns
the majority’s e�ects, and is
most wrong for the least
represented.
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Tabular foundationmodels were not built for this

� TabPFN and TabICL: pretrained once onmillions of synthetic tables, then predict
on a new table in context, with no training.

� Attractive as o�-the-shelf predictors for genotype-to-phenotype tables.

� But their synthetic pretraining tasks do not capture variant e�ects that change
across ancestry.

Question: what happens when theymeet ancestry-dependent genetic e�ects?
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They fail in controlled tests

Simulated genotype-to-disease
tables with two dials:

� scale factor: how strongly
variant e�ects change across
ancestry (smaller = stronger
change)

� data dispersion: how spread
out in ancestry the examples
given to the model are

Strong ancestry e�ects:
near-perfect→ near-random
as data becomemore diverse.
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O�-the-shelf TabICL (top) and TabPFN (bottom). Each point is one
synthetic task.
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. . .and on real patient data

Cancer outcomes in the All of Us biobank.
For each disease and ancestry group, the
model gets the same number of examples:
from the target group only, or pooled
across all ancestries (more diverse). Both
are tested on the same people.
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TabICL: pooled did

worse
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TabPFN: pooled did

worse
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TabICL, benign neoplasm of the skin: African-ancestry
examples (afr) vs. pooled examples (meta).

Same amount of data: ancestral diversity of the examples is what hurts.
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Our datasets: a path to address the gap

NEW: two released families of synthetic
genetic tasks
Built to model what pretraining
missed:

� variant e�ects that change
across ancestry

� allele frequencies that di�er
between groups

� uneven group sizes

Gaussian-process family and a
PRS-CSx-inspired family.

Download on Kaggle

kaggle.com/datasets/lazydazz/where-tabular-fo-neurips26-sub-1839

Continual learning of existing
TFNs on these synthetic tasks
only (no real data), tested on real
genotype-to-phenotype tasks (All
of Us):

17 / 17
cancer and respiratory diseases
where TabICL improves for the
people most distant in ancestry

No cost to well-represented
people.
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https://www.kaggle.com/datasets/lazydazz/where-tabular-fo-neurips26-sub-1839/data


Take-home

1. Genetic e�ects vary across ancestry; today’s tabular foundation models are not
pretrained for this.

2. They fail on controlled synthetic tasks and on real All of Us data.

3. Our released synthetic task families expose the gap, and continual learning on
them improves real genotype-to-phenotype prediction for under-represented
people.

Datasets: kaggle.com/datasets/lazydazz/where-tabular-fo-neurips26-sub-1839
Contact: adas23@uthsc.edu ycui2@uthsc.edu
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https://www.kaggle.com/datasets/lazydazz/where-tabular-fo-neurips26-sub-1839/data
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