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Complementary Evidence

< Vision &0 Text ¥ Time Series
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Visual observations (video or image)

Natural language context _
(instructions, reports, news, etc.) B e
Temporal signals and measurements

@) MMTA J - = Evidence-complement principle: each modality

provides partial,non-redundant evidence.

| Tasks: Classification and Forecasting

SR

Vision Text Time Series
Scenes, objects Instructions, reports Quantitative changes
and actions and event context and measurements

Joint evidence supports classification and forecasting
217



MMTA: nine domains, two input layouts

3,524

test samples

2,924

classification

600

forecasting

Two input layouts

Video+ TS / Image + TS

B4 video + TS Layout
T "
) Robotics ) Autonomous Driving || & Manulsciuriog

3524
Test Examples

® .
domains

— 1
e

Unified evaluation across real-world dynamic systems
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TimeOmni-v: native temporal tokens

01 Encode

Chronos-2 encoding
16-step patch tokens

02 Align

TS-specific RoPE
Modality-aware layout

03 Predict

Classification

Numerical forecasting
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(Video RoPE: (, , w)] TS RoPE: (¢, ) | [ M head ] [ Forecast Head |
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[ - Video & TS timeline ] [ ¢: Channel of time serics ]
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B. Modality-aware Token Layout Pretrained Omni-LLM A
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) e | | s, Vision Time Series
[ v, I [ 1:1 ] [FSL] [551] [ : ] "' ] M M Encoder ] [ e e r’)‘)] B
Iimestep £; ITmestep £, \_ : =
. T Text
Image + TS (block wise) N ’
LJG) G (8 (] L) (] 2
l J j ' Y I Time Series

Image tokens TS tokens Vision ¥ e g€

Compact tokens aligned with visual evidence e
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Stronger long-video classification

0 . 6 0 1 == 36 i 0 0/0 Highest average swF1

among evaluated models

Avg-swF1 relative gain over 0.442
1.0
0.844
0.759
0.5 0.694
0.6 0.586 0,560 0.569 0.561 0.601
0.442

0.4 0.370
0.2 0.116 0.126
0.0 : _

AgiBot CoVLA HoloAssist Avg.

GPT-5-mini = Gemini-3-flash ® TimeOmni-v

8 reference MLLMs: zero-shot. TimeOmni-v: per-domain fine-tuning.
swF1 = Macro-F1 x SuccessRate. Avg. covers all classification domains. 5/7



Efficient inference on long time series

232.8%

Fewer TS tokens

23.0%

Lower latency

3.1%

Lower peak VRAM

AgiBot on a single H200
Matched dynamic-batching budgets

Inference cost TS as text TimeOmni-v
Median TS tokens 167,041 722
Latency / sample 27.70 s 1.20 s
Peak VRAM 108.6 GB 35.0 GB
Completed samples 113 / 131 131 /131

Qwen2.5-Omni-7B with textualized TS vs TimeOmni-v

TimeOmni-v completes all 131 samples
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MMTA and TimeOmni-v L

Real-world evidence. Native temporal tokens.

MMTA TimeOmni-v
9 domains. Compact TS encoding.
Classification and forecasting. Temporal alignment.

Task-specific output heads.

Stronger long-video classification

Explore MMTA
Efficient inference on long series.

Integration tested on two backbones. windowso.github.io/MMTA/

github.com/windowso/TimeOmni-v
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