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I Deep ASR doesn't fit on the edge Qualcomm
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QUESTION

Does every encoder layer learn
something unique?

100M - 2B parameters — megabyte-scale memory budget




I Adjacent layers are similar Qualcomm
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Layer-wise CKA similarity across four SOTA ASR encoders (STT-480ms, Parakeet-0.6B, Canary-1B, Granite-1B).
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I Method: group, distill, personalize

Original ASR Model
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Group
CKA + DP — K contiguous groups

Initialize
average the teacher weights within
each group

Distill

task + encoder KD + decoder KD

Personalize
user embedding routes MoE-LoRA
experts
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I Representation-guided grouping is critical Qualcomm

T @® Representation-guided grouping WHY IT MATTERS
0.8- & Random grouping (mean = range) At K=2, random grouping can collapse
' 0.12 (WER up to ~0.9); guided grouping
stays ~0.08.
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® — smaller footprint.
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Number of blocks K Weight reuse improves cache locality:

lower energy & latency at equal FLOPs.
CKA-quided vs. random grouping — WER (test) by number of blocks K.



I Near-teacher accuracy, 7.7x smaller Qualcomm
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%
STT-480ms (teacher) 108.9 11.05 9 7 = 4 0

of teacher accuracy at K=2

Edge-STT 2 14.2 13.40 +2.35

Edge-STT 4 26.8 10.72 -0.33

Edge-STT 8 52.1 888  -2.17 [. 7%
Parakeet-v2 (teacher) - 608.9 6.05 - smaller encoder (109M — 14M)
Edge-Parakeet 8 205 7.07 +1.02

Average WER over 8 Open ASR Leaderboard benchmarks. 1 . 46 X

K=2 keeps 97.4% of teacher accuracy; K=4 matches the teacher.

less memory energy per inference




I Personalization helps every speaker Qualcomm
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short on-device voice embedding b(?g(-:k OE-LORA eXperts per frozen backbone, no extra latency

Per-speaker WER comparison
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Zero-shot

WER improves for all 106

Edge-STT 8 12.19 8.18 8.03 8.04

speakers
Edge-Parakeet 8 8.12 5.24 5.20 5.10




I Weight reuse cuts energy and latency Qualcomm

Up to 1.46x energy reduction

GPU energy / inference DRAM (memory) energy / inference 1 | 46 x

lower DRAM energy

1.28%

lower GPU energy / inference

2.0 A 30 4
1.24x 117X

1.28x 1.26x 1.23x 1.24x 1.22X

1.54

Joules
milli-Joules
N
o

0.5 A

0" Full K=1 K=2 K=4 K=6 K=8 Full K=1 K=2 K=4 K=6 K=8
Memory access costs far more energy than compute — and today's hardware 1 . 2 1 X
under-exploits weight reuse, so there is headroom for co-design.
lower latency at comparable FLOPs

Depth # parameters: structured recurrence — compact, accurate, efficient, personalized ASR
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Thank you!

Questions welcome

Depth through Recurrence: Towards Ultra-Efficient On-Device ASR
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