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2. Method: BasicLT 3. Experiments
The Challenge of Long-Tailed Recognition

Long- tailed recognition (LTR) suffers from highly imbalanced supervision, where rare classes lack
sufficient examples for reliable fine- grained discrimination. Most existing methods address class
imbalance but still require all categories to compete in a flat fine- grained label space, regardless of their
available supervision.

Granularity Mismatch under Scarcity
• Root Cause: Under severe data scarcity, tail classes are forced into fine-grained discrimination before

the model establishes reliable coarse semantic structure. Recognizing the correct semantic family may
be feasible even when distinguishing visually similar sibling classes remains difficult.

• Consequence: Premature fine- grained competition produces unstable decision boundaries, weak
sibling-level discrimination, and poor rare -class generalization.

Limitations of Existing Approaches
• Rebalancing and Calibration: Adjust class contributions or decision scores without explicitly

controlling semantic granularity.
• Multi-Expert Learning: Improves specialization but generally retains fine- grained competition across

all classes.
• Hierarchy-Aware Recognition: Exploits semantic structure but does not necessarily use family -level

reliability to control when additional fine- grained refinement is applied.

Our Key Insight —— Abstraction First, Differentiation Later.
Instead of imposing additional fine-grained discrimination uniformly, the model should first learn stable
basic-level semantic structure and then refine sibling classes when family-level commitment is reliable.
This progression enables reliable coarse recognition to guide fine-grained differentiation , particularly
for medium -shot and few-shot categories.

Experimental Setup
BasicLT is evaluated on five benchmarks: CIFAR- 100 - LT, CIFAR-10-LT, ImageNet - LT, iNaturalist 2018,
and Places-LT. Results are reported using Top-1 accuracy over five independent runs.

Mechanism Analysis
• Reliable Abstraction: Family-level prediction is substantially more reliable than fine-grained

recognition under scarcity.
• Improved Consistency: Stage 1 strengthens coarse semantic agreement, while Stage 2 selectively

refines committed low-frequency predictions.
• Controlled Refinement: Commitment-based activation balances refinement coverage and

prediction reliability.

Key Findings
On CIFAR -100 - LT (IR=100), BasicLT improves overall accuracy from 52.6% to 60.6% (+8.0 pp) and
outperforms uniform refinement by 4.8 pp. Consistent improvements across five benchmarks validate
the abstraction-to-differentiation strategy.

Overview: From Abstraction to Differentiation
BasicLT introduces a two-stage framework combining basic-level abstraction and commitment-guided selective
differentiation. It first establishes stable family - level structure, then selectively refines fine - grained predictions under reliable
semantic commitment.

Stage 1: Basic-Level Abstraction
Stage 1 jointly learns fine -grained recognition and basic-level semantic structure through an explicit family prediction branch.
• Basic-Level Supervision: A dedicated branch learns coarse semantic families alongside fine-grained classification.
• Hierarchical Consistency: Aligns aggregated fine-grained predictions with the supervised family distribution using a stop - 

gradient target.
• Abstraction-First Learning: Prioritizes family-level supervision early and strengthens coarse – fine consistency later.

Stage 2: Commitment-Guided Selective Differentiation
Stage 2 introduces family -conditioned residual refinement, activated only when the learned family structure is sufficiently reliable.
• Teacher-Guided Commitment: A frozen Stage 1 teacher selects medium- and few-shot training samples using family

confidence and coarse prediction agreement.
• Within-Family Refinement: Centered, family-masked residuals improve sibling-level discrimination without modifying

predictions outside the selected family.
• Stable Optimization: Teacher-student distillation and residual regularization preserve learned semantic structure.

Final Prediction: Conservative Selective Refinement
• Selective Inference: Refinement requires reliable student-side family commitment and an eligible medium - or few-shot base

prediction.
• Safe Fallback: Uncommitted samples retain their original predictions without residual correction.
• Core Advantage: BasicLT controls when and where fine-grained discrimination is introduced , improving recognition under 

severe scarcity.


