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Setup and Motivation



A Brief Introduction to Causality

1. Correlation...

move
together

ice cream sales shark attacks

Does ice cream cause shark attacks?

2. Hidden common cause

hot weather
common cause

more people
buy ice cream

more people
go swimming

no causal link

...is not causation: a confounder

3. Negative correlation

number of pirates global temp.

Fewer pirates, warmer planet:
strong negative correlation, no causal link

4. Structural causal model (SCM)

Temp

Ice Shark

DAG G: an edge Z to X

Each variable is a function of its causal parents and noise:

Intervene:

ban ice cream: shark attacks stay the same,

so ice cream has no causal effect on them

5. Causal discovery

data

T I S

?

T

I S

graph G

Causal discovery: infer the structure of G
from observational or interventional data

Following Pearlian causality setup Pearl 1995; Pearl 2009 2



The Root Cause Analysis Problem

1. Normally: delicious coffee

93°C

HISSSS...

Mmm, perfect!

normal data

Grind size

Bean freshness

Water temp

Extraction time

Brew pressure

Taste

KRAK!
= root cause T

2. Then the heater breaks...

Grind size

Bean freshness

Water temp

Extraction time

Brew pressure

Taste

UH-OH!

3. ...and the effects spread

data after fault

4. All we observe: data + bad taste

Yuck! Bitter!

?

?

?

?

?

normal after fault bad taste

Given these: find the root cause T
Grind? Beans? Temp? Pressure?

5. Why is this hard?

?

Grind

?

Beans

?

Temp

?

Press.

?

Time

No causal graph:
every variable is a suspect

2
n

Causal discovery:
explodes with system size

p = 0.04... wait,

is it Gaussian
?

Statistical tests:
slow + strong assumptions

Modelling root causes as (soft)-interventions following e.g. Budhathoki, Janzing, et al. 2021; Budhathoki, Minorics, et al. 2022 3



Applications & Existing Challenges

Cloud microservices

!

latency diagnosis,
fault localization

Manufacturing

system failures,
anomaly detection

Medicine

diagnostic reasoning

Sustainability

environmental monitoring

Graph-based methods

?
Where is the true graph?!

Need accurate prior causal knowledge
...which is often unavailable

Graph-free methods

2
nWHIRRR...

Must do causal discovery
at test time: expensive

Statistical testing

test #48

p = ?

x 1000 MORE

"Almost done... is it Gaussian?"

Gets slow as the system grows,
and relies on strong assumptions
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Approach



PRIM Formulation

root-cause posterior
what we want

average over every possible graph and mechanism
(all the worlds that could have produced the data)

which root cause
explains m in this world?

how plausible are
these mechanisms?

how plausible
is this graph?

In pictures: many possible worlds

World 1

plausibility

votes for X3

World 2

plausibility

votes for X3

World 3

plausibility

votes for X2

dashed ring = symptom m, red = this world's root cause

weighted average
over all worlds

The catch:

too many graphs and
mechanisms to sum over

PRIM
learns this average
from the prior during
training, then outputs it
in one forward pass

This posterior is identifiable; under standard assumptions on the mass concentration of the prior, posterior updates concentrate asymptotically on
the true root cause set as the sample size goes to infinity (Ghosal and Vaart 2017).
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Method



Adapting a Prior for the RCA setting

Target system at inference time
e.g. microservices, a factory line, an espresso machine

must resemble must resemble must resemble

TabICLv2

Base prior
synthetic tabular data,

strong on real-world data

(Qu et al. 2026)

1. Causal graph

Graph
density and structure
like the target system

2. Mechanisms

f(·)

Mechanisms
structural equations
like real mechanisms

3. Interventions
shift

Interventions
the root-cause shift
like expected faults

RCA prior

RCA prior
synthetic systems

with known root causes

for training PRIM

Adapting the TabICLv2 prior Qu et al. 2026 to root cause analysis. The causal graph, mechanisms, and root-cause interventions are each chosen to
resemble the target system, yielding an RCA prior of synthetic systems with known root causes.
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Data Generation and Prior Design

1. Sample causal graph

2. Sample functional mechanisms

3. Sample observational data

Sample in topological order:

4. Select intervention node(s)

Prefer non-leaf nodes (at least one causal successor)

5a. Soft intervention

weight, function, sign
or noise change

Modify the SCM: OR

5b. Hard do-intervention

Pin node

to a constant:

6. Sample interventional data

Sample from the modified SCM
in topological order

7. Sample observed anomaly

symptom mask : the variables in which anomalies are observed
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PRIM Architecture

Inputs

1. Encoder

one token per entry

one token per entry

query tokens from m

2. Alternating attention

across nodes across samples

x L layers
each layer: attention + MLP
with LayerNorm and residuals

3. Decoder

Query pooling
query tokens attend
to all data tokens

MLP

one logit per node

Output

root cause

score per node

Drawing inspiration from Dhir et al. 2025; Ke et al. 2023
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PRIM PFN Training
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RCA prior

samples graphs, mechanisms
and interventions

(adapted TabICLv2 prior)

true T

many synthetic tasks
with a known root cause

PRIM

Encoder
tokens per entry

Alternating attention
nodes / samples, ×L

Decoder
query pooling + MLP

true T

predicted scores

loss: did we
find the true T?

update weights

Real system

espresso machine,
microservices, factory...

new, unseen system

root cause!

root-cause scores

one forward pass
no retraining,

no causal discovery

ms!

Following standard PFN training procedure Hollmann, Müller, Eggensperger, et al. 2023; Hollmann, Müller, Purucker, et al. 2025
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Results & Future Work



Results

Convergence: 3-node graphs

Mediator Confounder

0.9 – 1.0
Recall@1 with enough data

(chance level: 0.33)

More interventional samples:

0.7 ~1.0
PRIM converges to the true
root cause on both topologies

Scalability: 20-100 nodes (in-distribution)

20 nodes 50 nodes 100 nodes

PRIM stays stable as systems grow:

NN functions 0.75 – 0.84
GP functions 0.63 – 0.76
best baselines: 0.57 or less, and dropping

7 ms
inference at every size

Real-world (out-of-distribution)

PetShop
microservices

CausRCA
manufacturing

PetShop (top-3 recall)

PRIM 0.79

Corr 0.78 BEST

CausRCA full (MAP@3)

PRIM 0.27

TimeRank 0.24 BEST

CausRCA sub (MAP@3)

PRIM 0.61

Baro 0.75

No causal graph given.
Best on 2 of 3 settings, competitive on the third
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Future Work

1. Partial graph knowledge

?

?

?

?

known unknown

Use what is known
plug in partial graph information

2. Interpretability

1 2 3 4 5

root symptom

red path = the explanation

Commit to a causal order
so the answer comes with a why

3. Scale

today next: far bigger

Scale to bigger systems
beyond 100 nodes

4. Wider priors

current

wider prior

Apply wider priors
more mechanisms, graphs and fault types

11



Thank you!
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Appendix



Synthetic Validation: 3-Node Structures

Test Topologies:

Mediator
Z

X Y

Confounder
Z

X Y

20 50 100 200 300
nobs

0.0

0.2

0.4

0.6

0.8

1.0

Re
ca

ll@
1

Chance (33%)
PRIM-S Confounder (GP)
PRIM-S Mediator (GP)
PRIM-S Confounder (NN)
PRIM-S Mediator (NN)

1 2 5 10 20 50
nint

0.0

0.2

0.4

0.6

0.8

1.0

Re
ca

ll@
1

Chance (33%)
PRIM-S Confounder (GP)
PRIM-S Mediator (GP)
PRIM-S Confounder (NN)
PRIM-S Mediator (NN)

Left: Varying nobs , keeping nint = 10 Right: Varying nint , keeping nobs = 100

Legend: ■ Root cause (X) ■ Descendants ■ Unaffected.

Result: PRIM competitive with graph-not-given baselines; accurately identifies
root cause with sufficient data across both topologies.
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Synthetic Validation: Scalability

20 30 50 70 10
0

Number of nodes

0.00

0.25

0.50

0.75

1.00

Re
ca

ll@
1

20 30 50 70 10
0

Number of nodes

0.00

0.25

0.50

0.75

1.00

Re
ca

ll@
1

PRIM-L
Ranked Corr
Traversal (true)
Traversal (PC)
CIRCA (true)
CIRCA (PC)
-Diag

RCD
Percentile95
BARO

Recall@1 vs. number of nodes (4–100 nodes). Left: Neural Network Functions, Right: Gaussian Process Functions

Key findings:

1. PRIM outperforms all baselines (Traversal, CIRCA, RCD, ε-diagnosis) as
systems grow

2. Constant 17ms inference (independent of size)
3. RCD loses ground with scale (causal discovery is expensive) (Pham et al. 2025)
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Real World Benchmarks

PetShop (microservices)

• 44 services, 48 fault injections

• 4 traffic scenarios, latency &
availability metrics

CausRCA (manufacturing)

• 100 runs, 19 fault experiments

• 3 subsystems: coolant, hydraulics,
probe

ε-diag RCD TimeRank Baro Corr CausTR+PC PRIM†

PetShop 0.10* 0.39* 0.15 0.08 0.78* – 0.79

CausRCA
Full 0.02 0.04 0.24 0.09 0.05 – 0.27
Sub 0.11 0.24 0.60 0.75 0.33 0.57* 0.61

Table 1: Average RCA accuracy without a given graph. PetShop: top-3 recall; CausRCA:
MAP@3. * from original papers Hardt et al. 2024; Mehling et al. 2026; – not reported;
bold best per row; † ours. 19
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