I NEURIPS 2026 - PARIS

UniPrefill: Universal Long-Context Prefill
Acceleration

via Block-wise Dynamic Sparsification

Qihang Fan Huaibo Huang Zhiying Wu Bingning Wang Ran He
CASIA - UCAS - WeChat, Tencent

ONE LINE

Up to 7.06x faster time-to-first-token at 1M tokens, accuracy within
noise, and no model weight changes.
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I THE PROBLEM

Sparse attention only fixes one layer

* Sparse-attention methods (MInference, FlexPrefill, XAttention) put all shabll gl

of their speedup inside the full-attention layer. iear inear linear
@

Modern models are hybrids: Qwen3-Next interleaves linear and full
attention 3:1, Gemma-3 mixes sliding window and full. At most one
layer in four can be accelerated.

only this one can be accelerated

What each approach buys you

®* The FFN and GEMM budget — dominant once attention is sparse LniFrehll
sub-quadratic — is never touched. layers sped up 1in 4 all below a drop
: ; : FLOP t ttenti ttenti GEMM
® They assume a static batch, so they do not fit vLLM continuous = attention st
batching. batching static native in VLLM

So the question is hot how to sparsify attention — it is how to make the whole layer stack cheaper.
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I THE IDEA

Drop tokens, and every layer below pays less

Method: UniPrefill vLLM Integration

e e N [ 2 -
o Token Importance Estimation e Fused Kernel Pipeline IrreverS|b|e
Q: Last n tokens K: All N tokes Attention Scores . 5 , % \ ’ ~ .
(Queries) (Keys;) s (e Bt importance score Load Q Castn) | | Load K all )| | Fused ok T Online Softwax| | Block Reduce [lp:i-ch’e‘r;:;z rTup—pSeIectlor! Scatter kv by des‘gn
L Lo from HBM from HBM (SDPA) - per-token | | — aggregateto | | 5‘,,,’“ ross TP (compact) Gather
50 — A(b} L L scores é_,;‘mod:-l.weiscr: e , (keep K. V)
x DR - Ve, m M B ([ e ] el sl
] ‘ (s lBHAE | b |l [lﬁ IJI b=3"b" ED:D
[ - )\ 2\ J\ S /L )
)
nx x nxN
QeR" keR™" ___ SeR™ = (© Block Table Update h A dropped token never comes back:
QKT scaled dot product attention scores between last n queries and all N keys. y Before (N tokens) After (N, tokens) full attenti I Hent lidi
(@ Torp seeat I CRERERER WS ERED Il Rte e Sl S e B IEh IR
@ Tor-pSelection window and FFN all run on a strictly
1) Sort by import 4) Keep Top-k Tok et (0]1]2]3]4]5]6[7] Drop s (0[2]310]017]
ort by importance 2) Cumulative S 3) Threshold at p = 0.99 eep Top-k Tokens : s
PARRENE, [T o “ Decision smaller set, so one decision at one
T - 10 - Blocks o
..... 2 p=09 Sl
B 8000 - 000 layer saves FLOPs at every layer
L | W] v .
0 0 A Keep  Drop N tokens N tokens below it.
blocks (byimportance)  blocks (sorted) k=M, i O [ slot'?) = block_table [ri.| pi/BI] - B+ (p; mod B) ) ¥
Keep the smallest prefix of tokens whose cumulative importance > p (r.g,, p = 0.99). — = : = N
s - J @ Sequence Length Tracking
& - - ™
e Sparsity Propagation (Across Layers) — Ny N, N; N,
Repeating Layer Pattern (£ =1, 2,...,L) Length
Input =
Linear/Slidil A
(All tokens) Window FFN e u“ FFN [ Drop at Full Attention layers only I { —p Keep > Drop J
e enton - J retention at 128K
oEes -, P - M 4 | = ;
00 e Metadata & Parallel Sync
+ ) 1.00 — 0.42 — 0.05 — 0.4%
N tokens Per-Sequence Metadata Broadcast & Sync Waorkers Update o 2 = =cR/0
Ps Fi=
seq—': :2 : = ’: ! Q, /O aruol[Gru1| . [GPuw
id= — N, P @---—-3 .
N tokens —> N tokens ——> N tokens —> N, tokens —» N, tokens —> = A © Q O B || B mEE
i . EEEH || B HHH
Token counts are reduced only at Full Attention layers via Top p selection, other layers preserve the count. ) B) seqid=K N —N, 9] ©) J
\ g 7

Left: (1) score blocks, (2) keep until mass = p, (3) propagate the drop.
Right: (4)—(7) fused kernels and vLLM scheduling.
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I RESULTS - RULER

Accuracy holds, TTFT drops

Model dense avg ours avg TTFT 2.08x
2.0%

LLaMA-3.1-8B 90.36 90.45 2.26x s
full attention D

:)& 1.6x
Qwen3-Next-80B 94.76 93.94 1.68x =
linear / full K

- 1.2%
Gemma-3-12B 79.99 18.87 1.49x e
window / full 0.8x

' 4K 8K 16K 32K 64K 128K
context length

Minference keeps accuracy too, but reaches only 1.34x at 128K — it can only touch -@— LLaMA-3.1-8B =@= Qwen3-Next =—@= Gemma-3-12B

one layer in four.

TTFT speedup vs. context length; solid = batch 1, dashed = batch 64.

Beyond RULER: 17-task LongBench 48.08 — 47.80, Operator overhead at 128K: 1.3 — 2.2% of prefill.
LongBench Pro 51.54 — 51.18. vLLM v0.16, 8 x H20, TP = 8.
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I RESULTS - BEYOND 128K

The longer the context, the bigger the win

Model Length dense ours kept TTFT
0
7.06x% 7.61x 0.1% Qwen3-Next 128K 92.09 91.41 0.5% 1.48x
TTFT at 1M TTFT at 512K tokens kept
QweHS_Nex‘t Seed_oss at '”Vl 256K 91 21 90.82 030A) 2.13x
512K 85.31 85.44 0.1% 3.78x%
. 1M 79.02 79.27 0.1% 7.06x
® Longer inputs are more redundant, so top-p keeps fewer tokens: .
0.5% at 128K, 0.1% at 1M. Seed-0SS 128K 94.42 94.08 0.6% 2.41x
® Each drop is permanent and a model has five of them, so the 256K 86.08 85.31 0.3% 4.09%
savings compound with depth.
512K 7833 79.64 0.2% 7.61x%

Sparse attention only ever discounts the N2 term, at one layer. UniPrefill also discounts the M-N-d*> GEMM term, at every layer below a drop — so the saving
grows with depth and with length.
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I TAKEAWAY

Three things to remember

o Drop tokens, not attention blocks

token-level sparsity, one decision per block

o Sparsity propagates

all later sub-layers, including FFN and GEMM, run on the kept set

o Ships inside vLLM

continuous batching, PD co-processing, TP; 1.3—-2.2% overhead
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Code

github.com/ghfan/UniPrefill

Thank you



