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Self-play RL is the key. 02 Challenges @&

01 Scenario Can we improve medical reasoning
with unlabeled clinical corpora?
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2 Symptoms

A 35-year-old woman ....
Gl/joint symptoms completely resolved

Mild improvement ->symptoms relapsed

A Tests

Eosinophils 1%; AEC 0.07 x 10*3/uL

EGD and colonoscopy appeared normal g . A
o Component-Wise
Q Findings Advantage Normalization
Intramucosal eosinophils on Gl biopsies
The rest of the biopsies were normal. Learn Clue Depth Option <
.‘ Treatment ‘ o =
Budesonide 6 mg - taper to 3 mg A ~'-¢-_~|,

\ Adalimumab 40 mg weekly / . y
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03 Solution 4,281 unlabeled PMC case reports
2020-2025. Shared SFT warm-start for proposer and reasoner.

Iterative GRPO

10 update steps per model per round.
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Question only

(9 Rubric-Judge Reasoner

Redasoner

4 N\
g A
Case report N @ Multiple-choice Question
— A 35-year-old woman... Which explanation
Extraction —» best describes this treatment pattern?
p - . A. Secondary loss of response
Knowledge points B. Dose-limiting toxicity -
C. Steroid dependence
@ In eosinophilic gastroenteritis D. Primary steroid nonresponse
— | and colitis, peripheral
— v \ J
(2) | Eosinophilic gastroenteritis and Proposer
— | colitis can be diagnosed when ... . . . b
éD Reasoning Chain
(3)| Budesonide treatment may BUg de i . h
— | lead to initial improvement in ... ddesonide Improves symptoms ->the
— disease is steroid-responsive -> symp-
, , . toms recur after dose reduction

@ Adalimumab can induce clinical J
— | and histologic remission ...
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Learnability Reward
' 1-2%|0.5-Acc|
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Accuracy

Proposer update Generate high-quality, learnable questions.

( 1 1
learnability rubric feedback from the reasoner
rea™ — 1 — 2]acc(q) — 0.5| Learnability peaks at 50% accuracy.
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Clue Integration
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How well are
multiple clinical
clues synthesized?
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Rubric-based Quality Reward
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Reasoning Depth
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How much necessary
multi-step reasoning
is required?

Option Quality

How plausible and
discriminative are
the answer options?

No rubric judge
Frozen proposer
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Reasoner update Improved by solving questions.
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Number of iterations

Only 33% doc. coverage
after self-play training

04 Experiments

Main Results

Benchmark
MedXpert
MB-OP4
MB-OP5
MedQA
LiveClin
MMLU-Pro*
GPQA*
Average

Ablation study

Variant
No knowledge points

SFT

22.7
72.9
68.1
33.6
66.0
75.3
53.4
63.1

Rubric Dimension
Clue Integration
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25.1 +2.4
76.9 +4.0
70.1 +2.0
85.4 +1.8
72.3 +6.3
75.9 +0.6
57.6 +4.2
66.2 +3.1
Mean (%) A (pp)
64.9 -1.3
64.3 -1.9
63.2 -3.0

0.783
0.752
0.627
0.705
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Knowledge-point fixation
Difficulty-quality mismatch
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Limited diversity
of generated questions

Low-quality questions persist
at 50% answer acc

» How well does CasePlay perform, and do its gains

generalize across model families and sizes?

CasePlay Gain (pp)

Pearson Corr.

Rubric score

Agreement with DeepSeek-V3.2

Medical Reasoning  Clinical Case Science QA

+2.6,, +6.3. +2.4.

 Self-play baselines

R-Zero 62.4
SPICE 63.7
DARC 65.0

CasePlay IS 66.2

e Other model scales and families

Base model SFT CasePlay A (pp)
Qwen3-4B-Base 54.4 58.8 +4.4
OctoThinker-3B-Hybrid-Base 39.4 42.1 +2.7
Qwen3-8B-Base 63.1 66.2 +3.1

» Are rubric reliable, and do they guide the proposer training correctly?
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