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Few references, fixed across all target queries.
Sparse anomaly coverage challenges unseen detection.
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Different reference/query defects → noisy matches. (Fig. 1)

Qualitative localization & unseen defects

Diverse industrial objects Fixed scratch reference · N2A1

Deviation representations (t-SNE)
Residual Denoised Intrinsic

VisA, trained on MVTecAD. Normal / abnormal patches. (Fig. 3)

Paper framework (Eqs. 1–9): features → NVE → IDE → scoring.

Normal Variation Eraser (NVE)

Local PCA: k = 12 neighbors, rank 4, α = 0.8.

Intrinsic Deviation Encoder (IDE)

45 vectors · γ → −∞ masks normal reference patches.

Projection-based anomaly scoring

Image score = mean of top 1% patch scores.
d cos: cosine distance.

Training & deployment

Frozen encoder; only IDE is trained on auxiliary episodes.
Test time: no tuning; one abnormal-reference mask reused.

General · N1A1 · image / pixel AUROC (%)

Dataset NAGL IDEAL

MVTecAD 95.1 / 96.1 96.3 / 96.8
VisA 88.5 / 97.5 90.8 / 97.8
AITEX 71.6 / 75.5 75.8 / 82.7
MPDD 77.1 / 96.5 78.5 / 97.9
BTAD 92.0 / 95.8 93.4 / 97.0
BraTS 67.7 / 93.7 74.9 / 94.8
Liver 59.9 / 94.8 62.7 / 97.2
RESC 78.9 / 91.7 82.8 / 92.5

VisA → MVTecAD; MVTecAD → other datasets.
Mean of 3 runs. No target tuning. (Tables 1, A9–A10)

Unseen anomaly types: Hard setting
N1A1 · reference anomaly type excluded from test queries

NAGL IDEAL

MVTecAD · Image
93.2

95.8 +2.6 pp

MVTecAD · Pixel
94.0
96.4 +2.4 pp

MPDD · Image
63.7

74.5 +10.8 pp

MPDD · Pixel
91.8

97.2 +5.4 pp
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Component ablation
MVTecAD · N1A1 · General · AUROC (%)
Configuration Image Pixel

Both-reference matching 90.1 92.2
NVE only (no IDE) 93.9 94.3
IDE only (no NVE) 94.5 96.0
NVE + IDE (full) 96.3 96.8

21.9 FPS
inference

0.5 h
training

23.83 M
parameters

Efficiency benchmark: VisA. (Tables 2–3)

Table 3: Left: Component ablation of IDEAL. The first two rows use nearest neighbor matching to
perform anomaly scoring, the third row adds the similarity score between query-to-normal deviations
and denoised deviations, the fourth row uses the residual deviations to learn deviation patterns, and the
fifth row is our full IDEAL model. Right: Efficiency comparisons on VisA (trained on MVTecAD).
Note that the time of WinCLIP represents the wall-clock time of the complete pipeline.

N1 A1 NVE IDE MVTECAD VISA BRATS
✓ (72.4 / 88.0) (61.3 / 85.6) (39.7 / 83.3)

✓ ✓ (90.1 / 92.2) (77.8 / 92.7) (57.6 / 87.5)
✓ ✓ ✓ (93.9 / 94.3) (82.7 / 95.3) (63.6 / 92.0)
✓ ✓ ✓ (94.5 / 96.0) (87.3 / 96.5) (70.1 / 92.9)
✓ ✓ ✓ ✓ (96.3 / 96.8) (90.8 / 97.8) (74.9 / 94.8)

METHODS Param. (M) Time FPS FLOPs×1010

WinCLIP [32] 117.3 0.2 H 1.8 41.52
InCTRL [93] 117.5 0.9 H 1.5 20.47
ResAD [77] 59.31 22.8 H 7.6 15.29
NAGL [73] 24.45 0.6 H 16.8 13.98
IDEAL (ours) 23.83 0.5 H 21.9 12.70
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Figure 4: (a) Qualitative results
of three generalist FSAD meth-
ods. (b) Visualization of anoma-
lous activations on a new dataset
(VisA→MVTecAD).

nuisance normal variations. The fourth row verifies that IDE
is effective even when applied to noisy residual deviations,
showing that learning intrinsic deviation vectors itself provides
strong anomaly discriminative ability. By further combining
NVE and IDE (the fifth row), IDEAL learns intrinsic deviation
vectors from denoised deviations, enabling generalization to
both seen and unseen anomalies. Appendix D further shows
that NVE can be easily incorporated with existing residual-
based FSAD methods to enhance detection. In Appendix E and
Appendix F, we provide complete ablation studies of IDEAL’s
key parameters and analyze the effect of loss terms in Eq. (10).

Efficiency Comparison. We evaluate the efficiency from
four aspects: model parameters, wall-clock time, inference
speed (FPS), computation cost (FLOPs). As shown in Tab. 3
(Right), IDEAL has 23.83 million parameters, which is around
5× smaller than InCTRL and WinCLIP. Compared with Re-
sAD, IDEAL requires only 0.5 hours for training, achieving
a 45× speedup. In terms of inference speed, IDEAL reaches
21.9 FPS, which is 14× faster than InCTRL and 1.3× faster
than NAGL. These results demonstrate the practical efficiency
of IDEAL for real-world deployment.

Qualitative Results. Fig. 4 (a) shows qualitative results of
three generalist FSAD methods. Comparing the anomaly score
maps, we observe that IDEAL effectively avoids false pos-
itives in normal regions and locates anomalies more accu-
rately. Then, Fig. 4 (b) further illustrates the generalizability
of IDEAL under limited reference coverage. With a fixed
reference set, NAGL is sensitive to the coverage of the given
anomalous exemplars and tends to fail when the query exhibits anomaly appearances that are unseen
in, or poorly covered by, the references. In contrast, IDEAL learns intrinsic deviation patterns from
normal and abnormal references, enabling more robust detection beyond limited references.

Number of Abnormal References. To investigate the demand for abnormal examples, we conduct
an ablation study by varying L2 ∈ {0, 1, 2, 4} while fixing the number L1 of normal examples. Tab. 4
shows the results of homogeneous (i.e., homo, all anomaly references are sampled from one anomaly
type) and heterogeneous anomaly references (i.e., hete, the references are sampled from as many
anomaly types as possible), we can observe that: 1) adding one abnormal reference already provides
substantial gains, and 2) increasing L2 from 1 to 4 yields consistent improvement, but the gains are
mostly marginal. The largest gain still comes from adding one abnormal reference.

Effect of Reference Anomaly Types. We conduct an iterative cross-validation of the performance
on the anomaly type, i.e., the abnormal reference is drawn from one anomaly type, and the evaluation
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Figure 2: Overview of IDEAL (Algorithm 1). (a) Given each input E = {xq,Sn,Sa}, we employ
a pre-trained encoder E(·) to extract features. We then introduce (b) a Normal Variation Eraser
(Sec. 4.1) and (c) an Intrinsic Deviation Encoder (Sec. 4.2) to learn intrinsic deviation vectors
from both references. Finally, (d) anomalies are detected by measuring query-to-normal deviations
preserved after projection onto these learned intrinsic deviation vectors (Sec. 4.3).

4 IDEAL: Intrinsic Deviation Learning for Discriminative FSAD

Overview of Our Proposed IDEAL Framework. To effectively leverage the discriminative clues
of abnormal references relative to normal references, IDEAL learns intrinsic deviation patterns
characterizing generalizable abnormality as deviations from normality, to detect both seen and
unseen anomalies. As shown in Fig. 2, given a query sample accompanied by few-shot normal
and abnormal references, IDEAL first extracts patch-level features via a pre-trained visual encoder.
Then, IDEAL proceeds with two key components: 1) NVE (Sec. 4.1), which suppresses nuisance
normal variations that may lead to noisy deviations from normality to highlight anomaly-relevant
deviation representations; 2) IDE (Sec. 4.2), which learns to decompose these denoised deviation
representations into intrinsic deviation vectors capturing the most discriminative orthogonal deviation
directions. Finally, the anomaly score is obtained by measuring query-to-normal deviations preserved
after projection onto the learned intrinsic deviation vectors (Sec. 4.3).

4.1 Normal Variation Eraser (NVE)

The key intuition of NVE is to isolate anomaly-relevant deviation representations from irrelevant/noisy
deviations by eliminating nuisance normal variations that may lead to these noisy deviations. Hence,
NVE operates in two steps: 1) it extracts feature residual-based deviations by contrasting abnormal and
normal references, canceling out class-specific content; 2) it suppresses nuisance normal variations
embedded in the residual deviations, producing denoised deviations that more faithfully reflect
anomalous departures from normality.

Residual Deviations. For each patch-level abnormal feature fa
i of Fa, we can search the nearest

normal reference feature fn
i,min := argminfn∈Fndcos(f

n, fa
i ), where dcos(·, ·) denotes the cosine

function and i ∈ {1, 2, . . . , L2 ·N}. We define residual deviations between Fa and Fn as:

Fa
res = {fa

i − argminfn∈Fndcos(f
n, fa

i )}
L2·N
i=1 ∈ RL2·N×C. (1)

Denoised Deviations. Although the residual deviations Fa
res reveal departures from normality, they

may still contain nuisance normal variations that may lead to noisy deviations from normality. To
estimate those normal variation around each abnormal feature fa

i of Fa, we first retrieve its top-k
nearest normal neighbors Fn

i,k from the normal features Fn as follows:

Fn
i,k = argsortfn∈Fn(dcos(f

n, fa
i ), k) = {fn

i,j}kj=1 ∈ Rk×C. (2)

Based on Fn
i,k, we can calculate the empirical mean µi ∈ RC and covariance matrix Σi ∈ RC×C.

We then estimate a local normal variation subspaceRi from the centered neighbors {fn
i,j − µi}kj=1
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(Sec. 4.1) and (c) an Intrinsic Deviation Encoder (Sec. 4.2) to learn intrinsic deviation vectors
from both references. Finally, (d) anomalies are detected by measuring query-to-normal deviations
preserved after projection onto these learned intrinsic deviation vectors (Sec. 4.3).
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using Principal Component Analysis (PCA) [1, 67], which yields an orthonormal basis Ui for Ri.
Accordingly, each local normal neighbor fn

i,j is approximated as:

fn
i,j = µi + Uivi,j + ϵi,j , s.t. vi,j ∼ N (0, Ir), ϵi,j ∼ N (0, σ2IC), (3)

where Ui ∈ RC×r contains top-r eigenvectors of Σi, vi,j ∈ Rr is a latent variable, ϵi,j is an isotropic
noise term, Ir is a r×r identity matrix, and IC is a C×C identity matrix. The columns of Ui ∈ RC×r

form an orthonormal basis for the local normal variation subspaceRi, where r denotes the number
of retained principal components inRi and typically satisfies r < min(k − 1,C). Further, for each
residual deviation fa

i,res = (fa
i − fn

i,min) ∈ Fa
res in Eq. (1), we suppress its noisy component aligned

with the local normal variation subspaceRi, obtaining the denoised deviations:

Fa
den = {fa

i,res − αUiU
⊤
i fa

i,res}
L2·N
i=1 = {fa

i,den}
L2·N
i=1 ∈ RL2·N×C, (4)

where α ∈ (0, 1] is used to controls the degree of elimination. In this way, the denoised deviations
Fa
den ∈ RL2·N×C suppress noisy components aligned with the local normal variation subspace while

preserving anomaly-relevant components that are less explainable by normal variations.

4.2 Intrinsic Deviation Encoder (IDE)

While denoised deviations highlight the anomalous departures from normality, directly employing
similarity matching to compare query-to-normal deviations with these denoised deviations remains
fragile, as it still depends on the limited abnormal references. To address this limitation, we introduce
an Intrinsic Deviation Encoder (IDE) to learn intrinsic deviation vectors decomposed from these
denoised deviation representations across different input episodes, thereby capturing the most dis-
criminative orthogonal deviation directions shared by different anomalies. Specifically, we employ a
cross-attention [69] mechanism to capture such intrinsic deviation vectors, where the three matrices
Q, K, and V in the attention are defined as:

Q = ωQ(T ) ∈ RM×C, K = ωK(Fa) ∈ RL2·N×C, V = ωV (Fa
den) ∈ RL2·N×C, (5)

where T ∈ RM×C consists of M learnable vectors, {ωQ, ωK , ωV } transform the input features into
query, key, and value vectors. Then, IDE learns intrinsic deviation vectors T ∗ by:

T ∗ = {tm}1≤m≤M = FFN(Softmax(QK⊤/
√
C+ γ(1−Ma))V), (6)

whereMa ∈ {0, 1}L2·N is the patch-level binary anomaly masks aligned with Fa, γ → −∞ is used
to ensure that the attention weights of normal patches in Fa are close to zero, and FFN(·) represents a
feed forward network. T ∗ ∈ RM×C represents M intrinsic deviation vectors of abnormality relative
to normality. For brevity, we omit the residual-path operations in Eq. (6).

On the one hand, we expect to narrow the distance between each individual element in Fa
den and the

corresponding nearest tmin in T ∗ to enhance anomaly-aware discriminative ability. On the other hand,
we emphasize mutual orthogonality among these intrinsic deviation vectors T ∗ to reduce redundancy.
Therefore, we encourage the learning of T ∗ by:

LDual = λ1
1∑L2·N

i=1 Ma
i

L2·N∑
i=1

Ma
i dcos(f

a
i,den, t

min
i )︸ ︷︷ ︸

Discriminability

+λ2
1

M(M − 1)

∑
m1 ̸=m2

(
tm1 · tm2

∥tm1∥ × ∥tm2∥
)2

︸ ︷︷ ︸
Orthogonality

, (7)

whereMa
i ∈ {0, 1} is the corresponding mask value inMa, tmin

i := argmintm∈T ∗dcos(tm, fa
i,den)

represents the nearest deviation pattern to the fa
i,den, λ1 and λ2 are hyper-parameters used to balance

these loss terms. LDual promotes the learning of the intrinsic deviation vectors T ∗ that capture most
discriminative orthogonal deviation directions from normality while maintaining mutual diversity,
thereby improving the generalizable ability for detecting diverse abnormal patterns.

4.3 Anomaly Scoring with Projection

For anomaly scoring, we first extract the denoised deviations for each query xq: Fq
den = {f

q
i,den}Ni=1 ∈

RN×C. Next, we project these denoised deviations fq
i,den onto the learned intrinsic deviation vectors:

f̃qi,den = Proj(fq
i,den) :=

M∑
m=1

(⟨fq
i,den, tm⟩/⟨tm, tm⟩)tm, (8)
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While denoised deviations highlight the anomalous departures from normality, directly employing
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fragile, as it still depends on the limited abnormal references. To address this limitation, we introduce
an Intrinsic Deviation Encoder (IDE) to learn intrinsic deviation vectors decomposed from these
denoised deviation representations across different input episodes, thereby capturing the most dis-
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whereMa ∈ {0, 1}L2·N is the patch-level binary anomaly masks aligned with Fa, γ → −∞ is used
to ensure that the attention weights of normal patches in Fa are close to zero, and FFN(·) represents a
feed forward network. T ∗ ∈ RM×C represents M intrinsic deviation vectors of abnormality relative
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where ⟨·, ·⟩ denotes the inner product operation. This projection retains only the relevant attributes of
anomalous deviations, as irrelevant attributes are nearly orthogonal to the learned intrinsic deviation
vectors. Finally, the anomaly score for each patch in the query xq is treated as a complementary score
of normal matching and deviation alignment, which can be calculated by:

Aq
i =

1

2
(1− dcos(f

q
i,den, f̃

q
i,den) + dcos(f

q
i , f

n
i,min)) ⇒ Aq = {Aq

i }
N
i=1 ∈ RN , (9)

where Aq
i = 0 indicates the most normal region and Aq

i = 1 indicates the most anomalous region, and
fn
i,min is the nearest normal reference feature to fq

i . Following [31], we obtain the final image-level
anomaly score Aq by averaging the top 1% highest anomaly patch scores in the Aq .

4.4 Training and Inference

Training on Auxiliary Datasets. IDEAL is trained on auxiliary data Dtr in an episodic manner.
For each training episode E = {xq,Sn,Sa} from Dtr, we optimize IDEAL with two objectives: 1)
enforcing consistency between the predicted score map Aq in Eq. (9) and the query’s ground-truth
maskMq; and 2) supervising the image-level anomaly scoreAq with the query’s label yq . Therefore,
we employ Focal loss [39] and Dice loss [51] to optimize the segmentation branch, while using BCE
(Binary Cross-Entropy) loss [47] to supervise the classification branch, formulated as:

Ltrain = LFocal(A
q,Mq) + LDice(A

q,Mq) + LBCE(Aq,yq) + LDual. (10)

Inference. During inference, for any new dataset c, we assume a fixed reference set Sc = {Snc ,Sac },
where Sac is drawn from one randomly selected anomaly type and Snc consists of a few normal images
randomly sampled from the normal class. The resulting reference set Sc is then fixed and used in
the anomaly scoring of all test samples. Given a test query x, IDEAL yields a deviation-guided
anomaly score map Ax based on the input {x,Snc ,Sac }. Finally, Ax is upsampled to the original
image resolution RH×W for anomaly localization.

4.5 Generalization Bound

We provide insights into the source-target generalization analysis of IDEAL. A detailed description
and derivations of this analysis can be found in Appendix B.
Theorem 4.1 (Generalization Bound of IDEAL). Consider there are K labeled source domains.
Let PS1

, . . . ,PSK
be the corresponding source episode distributions, and PT be the target episode

distribution. Denote the model Φ as the hypothesis from H and d be the VC-dimension of H. The
total number of episodes over all K source domains is n. Then, for any source weighting vector
β = (β1, . . . , βK) ∈ ∆K , with probability at least 1− δ, the following holds for any Φ ∈ H,

ϵT (Φ) ≤ ϵ̂β(Φ) +

√√√√1

2

(
K∑

k=1

β2
k

nk

)
log

M

δ
+ 2

K∑
k=1

βk

√
d

nk
log

enk

d
+DH,ℓ(PT ,Pβ) + Ωβ . (11)

Theorem 4.1 indicates that the generalization bound of IDEAL is associated with the empirical source
risk ϵ̂β(Φ), the number M of intrinsic deviation vectors, the source-target data discrepancy DH,ℓ,
and the joint approximation term Ωβ . Therefore, a tighter bound can be expected when Φ attains low
empirical source risk and the number M of intrinsic deviation vectors is properly chosen.

5 Experiments

5.1 Experimental Setup

Datasets. To verify the effectiveness of IDEAL, we conduct experiments across eight AD datasets,
including five industrial datasets: MVTecAD [8], VisA [94], AITEX [62], MPDD [33], BTAD [52];
and three medical image datasets: BraTS [50] (for brain tumor segmentation), Liver [4] (for liver
tumor segmentation), RESC [28] (for retinal edema segmentation). To assess the AD performance,
we adopt a cross-dataset evaluation: the model is trained on MVTecAD as the source dataset and then
directly evaluated on the test sets of the other seven datasets without any further training, following
prior work [77, 93]. When evaluating on MVTecAD, the model is trained on VisA. During inference,
unlike [73], which samples different abnormal references based on the query’s anomaly type, we
sample them once from each test dataset and keep them fixed for all test samples in the same dataset.
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