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p The capability gap: MLLMs work well in high-resource languages, but 

performance can drop sharply in low-resource languages.

p The conventional route: Multilingual SFT or continued pre-training requires large 

datasets, compute, and repeated adaptation.

p The opportunity: Model merging can combine capabilities from compatible 

checkpoints without end-to-end retraining.

Can we inject multilingual capability into an existing MLLM without additional 
training—while preserving its visual understanding?

Motivation: Toward Multilingual Multimodal Intelligence



NeurIPS 2026 3

Observation: Residual Heterogeneity in Parameter Space

pMagnitude and Direction Disparity: Multilingual updates generally exhibit larger relative 
residual norms and stronger base-relative directional deviations than multimodal updates.

p Non-uniform Residual Alignment: Cross-residual cosine similarities vary across layers and 
modules, revealing locally heterogeneous compatibility between multilingual and multimodal 
updates.

p Key Insight: Uniform residual aggregation overlooks these geometric differences, motivating 
adaptive merging based on both update magnitude and direction.
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Methodology
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Experiments

pMultilingual Text Transfer

Ø DiM³ leads the merging baselines on 

all three text benchmarks.

Ø Large gains on XCOPA, XStoryCloze, 

and XNLI indicate successful 

multilingual transfer.
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Experiments

pMultilingual Multimodal Transfer

Ø DiM³ achieves the best average multilingual performance across all six benchmarks, 
demonstrating effective multilingual capability transfer in multimodal settings.
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Experiments

pMultilingual Multimodal Transfer

Ø Improvements are not confined to a small subset of languages; the appendix shows gains 
across languages, with particularly pronounced improvements in lower-resource settings.
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Experiments

pMultilingual Multimodal Transfer

Ø DiM³ delivers consistent gains across different backbone families and remains competitive 
with dedicated multilingual multimodal fine-tuning baselines, demonstrating its flexibility 
beyond a single model architecture.

p General multimodal ability

Ø DiM³ remains competitive with the original 
multimodal anchor and exceeds the Palo-
7B fine-tuned baseline on all three reported 
benchmarks.
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Analysis

Ø Enhanced mid-layer alignment: DiM³ improves cross-lingual overlap under multimodal 
inputs.

Ø Preserved language structure: Lower- and upper-layer representations remain language-
sensitive, avoiding representation collapse.


