Learning Minimal Sufficient Evidence Graphs
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How can GraphRAG construct an evidence graph that is sufficient for answering a query while remaining compact and conflict-free?

1. Motivation, Gap and Contributions 4. CONSIST: Exploration and Editing

7. Component and Utility Ablations

Motivation. GraphRAG organizes retrieved knowledge into connected evidence for multi-nop reasoning. Offline CONSIST alternates candidate expansion with conflict-aware editing. Structural and semantic connections improve Table 3: Impact analysis from individual components for CONSIST,
graphs may miss query-critical links, while online expansion may introduce redundant evidence, counterfactual facts, or coverage; utility-guided pruning controls which evidence remains in the graph. using 2Wiki (GPT-40) and ConFIQA (LLaMA-3). 71.7
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5. Nash-Guided Evidence Graph Editing
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Stochastic edge editing. Each gate determines whether a candidate edge is retained. A Gumbel-based o7
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Sufficiency. The answer-support scorer rewards evidence useful for answering the query. G(edit) 9) = B[/ G(edit) 0 (10) 63.0 | lizes around 7, = 0.7.
S(G — LLLM () 3 . ?Lﬁlt( t+1+fll7. ) L ( .t+}+H( )7 Q)] . . |
(G, q) = (G Q). (3) Expectations use Monte Carlo sampling. The utility set i4;,,(0) is induced by candidate edits. Nash-guided 610l —— — — el — — — -
ConhS|Stency. LLMpair scores conflict between evidence edgeS. SUbtraCtlng ItS average rewards more consistent selection favors joint improvement and pena"zes one-sided gains: | (a) Utility weight A\ | (b) Stopping threshold 7.,
grapns. U;, | = ar Z | —d 11
t41 = arg  max og(u; — dy). (11)
C(G, C]) = Avg<€i,€j>€5(G) LLMpair (C], (6@, 63)) . (4) w; €U 11(0) ie{cur,fut)
Minimality. With " denoting the graph before expansion, the edge-count ratio acts as a compactness proxy and With d, = E[U(G,, q)], both players must improve over the unchanged graph; otherwise, keep it. Positive utilities 9. Conclusion
M(G) — |5(G’)|/\5(G)|, (D) Graphs and editing parameters are not reused across queries.
Overall utility. The three terms jointly evaluate candidate edits and future rollouts: This paper presented CONSIST, a conflict-aware Nash-optimized framework for learning minimal sufficient
U(G, q) = LLMy,(G, q) 6. Main Experimental Results evidence graphs in GraphRAG. Instead of accepting all retrieved or expanded evidence for question answering,
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Both scorers use the same frozen backbone, given only the query and retrieved graph, without ground-truth CONSIST consistently improves answer accuracy while producing substantially more compact evidence
answers. |f no prior edges exist, candidate expansion relies solely on semantic relations. | | o | graphs
Table 1: Multi-hop QA with DeepSeek-V3 and GPT-4o. Table 2: Conflict-oriented QA with LLaMA-3-8B. '
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compared with FaithfulRAG’s 57.2/66.4, supporting reasoning under

CONSIST achieves the best EM/F1 on 2Wiki, HotpotQA, and MuSiQue.  conflicting evidence.
DeepSeek-V3 average EM improves from ReLink’s 47.9 to 57.1.
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