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MUNKEY: Machine UNlearning via KEY deletion

Effect of retrieval
Test query Forgotten training query

Forgetting and utility
Random deletion of 10% instances; ViT-Tiny
TA / RA / FA: test / retain / forget accuracy.

Method DermaMNIST · 10% deletion CIFAR-10 · 10% deletion
TA ↑ RA ↑ FA MIA Gap ↓ TA ↑ RA ↑ FA MIA Gap ↓

Retrain (T) 76.46 ±0.22 100.0 ±0.00 74.86 ±1.77 48.88 ±0.69 — 78.13 ±0.64 91.62 ±0.55 77.57 ±0.83 49.77 ±0.32 —
Retrain (M) 81.25 ±0.66 99.70 ±0.08 80.29 ±1.41 50.04 ±1.05 — 92.38 ±0.06 99.93 ±0.03 92.05 ±0.23 49.90 ±0.34 —
KNN 74.60 ±0.24 85.54 ±0.14 74.81 ±1.23 49.94 ±0.90 — 91.06 ±0.05 94.56 ±0.06 91.02 ±0.13 50.16 ±0.10 —
CF 75.28 ±0.98 97.50 ±1.55 94.48 ±2.23 64.41 ±1.96 9.71 ±0.99 77.66 ±0.50 91.74 ±0.48 87.25 ±1.04 55.86 ±0.16 4.09 ±0.44
CF-k 76.94 ±0.42 99.86 ±0.13 99.90 ±0.13 67.10 ±3.73 10.97 ±1.05 79.60 ±0.63 94.30 ±0.55 94.16 ±0.61 58.93 ±0.40 7.48 ±0.41
EU-k 76.89 ±0.58 99.60 ±0.23 99.52 ±0.18 69.27 ±0.23 11.47 ±0.51 79.44 ±0.72 94.22 ±0.55 94.00 ±0.65 58.87 ±0.30 7.36 ±0.42
L1-sparse 75.81 ±0.45 92.36 ±1.80 86.81 ±1.17 57.69 ±1.13 7.26 ±0.78 52.80 ±0.55 53.47 ±0.75 52.97 ±0.86 50.79 ±0.79 22.28 ±0.48
NegGrad+ 76.26 ±0.37 96.31 ±1.03 83.48 ±1.25 55.83 ±1.14 4.87 ±0.69 77.29 ±0.27 91.08 ±0.42 83.13 ±0.89 53.65 ±0.32 2.71 ±0.41
Amnesiac 75.56 ±0.23 98.30 ±0.85 82.00 ±2.38 47.01 ±1.11 2.93 ±0.73 78.31 ±0.35 92.17 ±0.75 85.67 ±1.05 52.51 ±0.21 2.89 ±0.46
SCRUB 73.97 ±1.81 76.02 ±2.48 74.68 ±1.23 49.62 ±0.25 6.85 ±0.96 76.51 ±0.78 85.31 ±0.71 83.72 ±0.94 54.18 ±0.47 4.62 ±0.48
SSD 75.07 ±2.08 92.07 ±10.2 89.73 ±12.9 63.29 ±8.28 9.65 ±4.67 78.54 ±1.08 93.29 ±0.71 92.84 ±0.96 58.91 ±0.43 6.62 ±0.52
AMUN 76.46 ±0.69 98.33 ±0.94 95.05 ±0.64 63.70 ±0.27 9.17 ±0.59 77.71 ±0.46 91.25 ±0.56 86.85 ±3.46 55.90 ±1.94 4.05 ±1.05
CoUn 79.50 ±0.35 99.80 ±0.05 87.24 ±1.33 54.92 ±1.29 5.42 ±0.67 80.68 ±0.44 95.72 ±0.01 91.32 ±0.54 55.75 ±0.34 6.60 ±0.36
MUNKEY 81.06 ±0.44 99.71 ±0.08 84.00 ±1.22 51.19 ±1.19 1.27 ±0.64 92.63 ±0.20 99.94 ±0.01 92.53 ±0.52 51.40 ±0.44 0.56 ±0.21

Minimal overhead, fast deletion
Method Cost DermaMNIST CIFAR-10
Standard ViT Train / epoch 24.7 s 174.6 s
MUNKEY Train / epoch 25.9 s 178.5 s
Fastest baseline Unlearn 23.1 s 105.8 s
Slowest baseline Unlearn 313.4 s 1940.5 s
MUNKEY Unlearn ≈ 0 s ≈ 0 s

Information encoded in the memory

Training MUNKEY Unlearning
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Joint Training Unlearning Inference

Zero-shot forgetting

Ο(1) cost!

Extended datasets and ablations in the paper 

Trade-offForgettingUtility Trade-offForgettingUtility

GDPR  “right to be forgotten”
California Consumer Privacy Act, …

Some (simple) examples          @ unlearning 

Optimization

Time

Data

Labels

Ø Change of paradigm: Unlearning by design

Ø Real world: Requests can be anticipated

Ø Trained to support forgetting

Ø MUNKEY: Machine UNlearning via KEY Deletion

…

Approximate Unlearning Rethinking Machine Unlearning

Memory: frozen keys, learnable exemplars Inference: similarity-weighted ensemble
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Summary
Ø The Problem: Post-hoc unlearning is expensive.
Ø The Paradigm: Unlearning by design: train models to support forgetting.
Ø The Solution: MUNKEY enables near-instantaneous key deletion from a memory bank with high utility.
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Exemplar tokens retain finer structure; [CLS] representations become class-clustered

Training Time Training Time


