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An architecture is a symmetry assumption

Layer Weights tied across

Convolution translations
Group conv. a finite group G

Deep sets permutations
Dense nothing

Tying buys fewer parameters at the price
of an assumption that is almost never
exactly true.

Images are not exactly shift-invariant;
dynamics are not exactly symmetric once
boundaries enter.

dense ? ? conv

no symmetry full symmetry

Everyone agrees the two ends exist.
Nobody can say where to stand.

Our question. Given n samples and a
symmetry that fails by ε: which subgroup
should the architecture tie over, and how
sharply does that answer move with n?
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A model where the answer is computable
Linear maps on signals over the cyclic group Cd — architectures indexed by subgroups

ARCHITECTURE FAMILY

Vk = {W ∈ Rd×d : WSd/k = Sd/kW }, k | d

dimVk = pk = d2/k

DATA

y = W ⋆x+ σξ, W ⋆ = Weq︸︷︷︸
∈Vd

+ ε R︸︷︷︸
⊥Vd

One integer k dials the architecture from an
unconstrained layer (d2 params) to a
circular convolution (d params); ε is the
task’s symmetry defect.

k = 12 conv, p = 12

k = 6, p = 24 k = 4, p = 36

k = 3, p = 48 k = 2, p = 72

k = 1 dense, p = 144

more symmetry

more capacity

Divisor lattice of d = 12: six architectures, nested

as Vd ⊆ Vk ⊆ V1.
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Every term is a closed form, not a bound

FINITE-SAMPLE EXCESS RISK (PROP. 3)

E
∥∥∥Ŵk −W ⋆

∥∥∥2
F
= δ2k︸︷︷︸

approximation

+
σ2pk
n︸ ︷︷ ︸

estimation

+
δ2k tr(Πk)

n︸ ︷︷ ︸
coupling (finite-n)

+o(n−1)

GENERIC SYMMETRY BREAKING: R UNIFORM ON THE SPHERE OF V⊥
d (PROP. 4)

ER δ2k = ε2γk, γk =
d

d− 1

(
1− 1

k

)
— a pure dimension count

k 1 2 3 4 6 12
pk = d2/k 144 72 48 36 24 12

γk closed form 0.0000 0.5455 0.7273 0.8182 0.9091 1.0000
γk measured (40 seeds) 0.0000 0.5414 0.7373 0.8170 0.9155 1.0000

Averaging over a subgroup destroys the symmetry-breaking signal at rate γk while return-
ing only a 1/k fraction of the parameter savings. d = 12, ε = 0.8; agreement within 1.4%.
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The lattice collapses to its endpoints
Theorem 5 and Corollary 6 — stated at finite n

Rfs(u) = ε2 d
d−1(1− u) + σ2d2

n u︸ ︷︷ ︸
affine in u=1/k

+ ε2d2

n
d

d−1(1− u)u︸ ︷︷ ︸
concave correction

+ o(n−1)

Theorem 5. Under generic symmetry breaking
the minimizer over the lattice is an endpoint —
k=d or k=1 — for all (n, ε, σ, d) outside a
measure-zero boundary.

Corollary 6. The endpoints exchange rank at

n⋆(ε) =
σ2d(d− 1)

ε2
⇐⇒ logn⋆ = −2 log ε+ c

n⋆ = σ2d(d− 1)/ε2

equivariant wins
k⋆=d

unconstrained
wins
k⋆=1

sample size n

No interior subgroup, at any sample size.

A phase transition — not a gradual interpolation.
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The prediction is parameter-free, and it lands
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Figure 1: Excess risk versus n for the six subgroup-indexed architectures at ε = 0.1 (left) and ε = 0.4 (right);
40 seeds. Dotted line: the approximation �oor δ212 of the fully equivariant model. Increasing the defect by
4× moves the crossover left by roughly 16×, as (6) requires.

Table 2: Crossover sample size: measured (median over 40 seeds, located on a logarithmic grid) versus the
parameter-free prediction n⋆ = σ2d(d− 1)/ε2.

ε 0.05 0.07 0.10 0.14 0.20 0.28 0.40 0.57 0.80

measured n⋆ 13849 6393 3357 1763 926 427 224 118 70
predicted n⋆ 13200 6735 3300 1684 825 421 206 102 52
ratio 1.05 0.95 1.02 1.05 1.12 1.01 1.09 1.16 1.36

4 Experiments

All experiments use d = 12 (divisor lattice k ∈ {1, 2, 3, 4, 6, 12}, pk ∈ {144, 72, 48, 36, 24, 12}) and σ = 0.5,

with 40 random seeds unless stated otherwise. Excess risk is computed analytically as
∥∥∥Ŵ −W ⋆

∥∥∥
2

F
. Full

protocol in Appendix B; the code that produced every number and �gure is released with the paper.

4.1 The phase diagram is predicted exactly

Figure 1 shows excess risk against n for all six architectures at two defect levels. The convolutional layer
plateaus at its approximation �oor δ212; the dense layer descends without a �oor; the crossing moves left as
ε grows. Figure 2 plots the measured k⋆(n, ε) over a 12× 5 grid with the predicted boundary (6) overlaid.

Two �ndings. (i) The architecture minimising measured risk agrees with the architecture minimising
δ2k + σ2pk/n on all 60 cells of the grid. (ii) The realised minimiser is k ∈ {1, 12} in every one of those 60
cells � no intermediate subgroup is ever selected � which is Theorem 5 showing up in data rather than in
algebra.

4.2 The ε−2 exponent

We locate n⋆ directly, as the smallest n on a 60-point logarithmic grid at which the dense model's risk drops
below the convolutional model's, and regress log n⋆ on log ε over ε ∈ [0.05, 0.8]. The �tted exponent is −1.92
(predicted −2). Table 2 gives the point comparison. Agreement is close over the small-ε range and degrades
to a 36% overshoot at ε = 0.8, where the crossover falls at n ≈ 70 and the asymptotic variance term in (3)
is no longer accurate � the �nite-sample in�ation of E tr(G−1) is exactly the direction of the observed bias.
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ε = 0.4 (right); 40 seeds. Dotted line: the approximation floor δ2
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Figure 2: Left: measured k⋆ over the (ε, n) grid; dashed line is the parameter-free prediction (6). Only the
two endpoints of the lattice ever appear. Right: measured crossover n⋆ against ε (median over 40 seeds)
with (6); the �tted log�log slope is −1.92 against a predicted −2.

4.3 Structured defects restore the interior of the lattice

Theorem 5 predicts its own failure mode. We repeat the experiment with a graded target, W ⋆ = u12 +
b u4 + c u1, where u12 ∈ V12, u4 ∈ V4 ∩V⊥

12 and u1 ∈ V⊥
4 are unit-norm and (b, c) = (0.35, 0.08): the target is

far from convolutional but close to C4-equivariant. Measured defects are δ212 = 0.129, δ24 = 0.0064, δ21 = 0,
which violates (4) and breaks a�neness.

The optimal architecture now traverses the lattice (Figure 3): k⋆ = 12 for n ≲ 50, k⋆ = 4 for 80 ≲
n ≲ 2500, and k⋆ = 1 for n ≳ 5000. Predicted and measured k⋆ agree on 13 of 14 sample sizes, the sole
disagreement being the single grid point n = 50 adjacent to the �rst boundary. The intermediate regime is
wide � nearly two decades of n � so the interior of the lattice is not a knife-edge phenomenon once the
defect has structure.

This is the more useful reading of the result for practice: the sample size at which one should stop
assuming a symmetry is the sample size at which the data can a�ord to estimate the part of the map that
the symmetry forbids � and if the target has a genuine, smaller symmetry group, architecture selection by
risk �nds that group before falling through to no symmetry at all.

4.4 Nonlinear control

To check that the crossover is not an artefact of linearity we repeat a reduced grid with two-layer networks
x 7→ W2 tanh(W1x), trained by full-batch gradient descent with both iterates projected onto Vk after each
step (so the network is exactly Ck-equivariant throughout training), against a teacher of the same form. Test
MSE is measured on 4000 fresh samples. At ε = 0.4 the equivariant model wins up to n = 800 (0.0243 vs.
0.0323) and loses by n = 3200 (0.0234 vs. 0.0108); at ε = 0.1 it wins across the whole range tested, as the
smaller defect predicts. The full table is in Appendix C. We do not extract an exponent from these runs �
5 seeds and four sample sizes do not support one � and report them only as a qualitative control.

5 Related work

Bene�ts of exact equivariance. That invariance and equivariance improve sample e�ciency is estab-
lished both empirically [Cohen and Welling, 2016, Weiler and Cesa, 2019] and theoretically: Elesedy and
Zaidi [2021] prove a strictly positive generalisation gap for equivariant predictors in linear models, Bietti
et al. [2021] give sample-complexity results under geometric stability, Mei et al. [2021] analyse invariances
in kernel and random-feature models, and Sannai et al. [2021] and Behboodi et al. [2022] give generalisation

5

Figure 2: Left: measured k⋆ over the (ε, n) grid; dashed line is the parameter-free prediction
(6). Only the two endpoints of the lattice ever appear. Right: measured crossover n⋆ against
ε (median over 40 seeds) with (6); the fitted log–log slope is −1.92 ± 0.07 (shaded band:
95% CI), against a predicted −2.

4.3. Dimension dependence

To test the d(d − 1) dependence of the phase boundary, we repeat the phase-diagram
experiment at d = 8 and d = 16 with the same protocol. The measured k⋆ agrees with the
finite-sample risk on 32/32 cells at d = 8 and 48/48 cells at d = 16, and the fitted crossover
exponents are −1.94 and −1.91 respectively, both within the 95% confidence interval of the
predicted −2. The ratio of measured n⋆ between d = 16 and d = 8 at fixed ε is 3.2 ± 0.3,
against the predicted d(d − 1) ratio of 16 · 15/(8 · 7) = 4.29. The measured ratio is lower
than predicted, consistent with the finite-sample coupling term being more prominent at
smaller n, which is where the d = 8 crossover lies. Full results are in Appendix G.
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Convolution plateaus at its floor δ212; dense descends

without one. A 4× defect, a 16× earlier crossover.
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Figure 1: Excess risk versus n for the six subgroup-indexed architectures at ε = 0.1 (left) and ε = 0.4 (right);
40 seeds. Dotted line: the approximation �oor δ212 of the fully equivariant model. Increasing the defect by
4× moves the crossover left by roughly 16×, as (6) requires.
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Theorem 5 predicts its own failure mode. We repeat the experiment with a graded target, W ⋆ = u12 +
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4.3. Dimension dependence

To test the d(d − 1) dependence of the phase boundary, we repeat the phase-diagram
experiment at d = 8 and d = 16 with the same protocol. The measured k⋆ agrees with the
finite-sample risk on 32/32 cells at d = 8 and 48/48 cells at d = 16, and the fitted crossover
exponents are −1.94 and −1.91 respectively, both within the 95% confidence interval of the
predicted −2. The ratio of measured n⋆ between d = 16 and d = 8 at fixed ε is 3.2 ± 0.3,
against the predicted d(d − 1) ratio of 16 · 15/(8 · 7) = 4.29. The measured ratio is lower
than predicted, consistent with the finite-sample coupling term being more prominent at
smaller n, which is where the d = 8 crossover lies. Full results are in Appendix G.
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Measured k⋆ over the (ε, n) grid, with the

parameter-free boundary overlaid. Only the two

endpoints ever appear.

60/60 & 48/48
cells predicted exactly (d = 12, 16)

−1.92± 0.07

fitted exponent vs. predicted −2

never interior
realized k⋆ ∈ {1, 12} in every cell
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Theorem 5 predicts its own failure mode
Give the defect structure and the lattice reopens

The Symmetry Budget

Table 2: Crossover sample size: measured (median over 40 seeds, located on a logarithmic
grid) versus the parameter-free prediction n⋆ = σ2d(d−1)/ε2. Measured values are reported
as median [IQR] across seeds.

ε 0.05 0.07 0.10 0.14 0.20 0.28 0.40 0.57 0.80
measured n⋆ (median) 13849 6393 3357 1763 926 427 224 118 70
IQR [12799, 14900] [5910, 6900] [3100, 3620] [1630, 1900] [855, 1000] [395, 460] [208, 240] [108, 128] [62, 78]
predicted n⋆ 13200 6735 3300 1684 825 421 206 102 52
ratio 1.05 0.95 1.02 1.05 1.12 1.01 1.09 1.16 1.36

4.4. Structured defects restore the interior of the lattice
Theorem 5 predicts its own failure mode, and Proposition 7 gives the closed-form defect
profile for the structured case. We repeat the experiment with a graded target, W ⋆ =
u12 + b u4 + c u1, where u12 ∈ V12, u4 ∈ V4 ∩ V⊥

12 and u1 ∈ V⊥
4 are unit-norm and (b, c) =

(0.35, 0.08): the target is far from convolutional but close to C4-equivariant. Measured
defects are δ2

12 = 0.129, δ2
4 = 0.0064, δ2

1 = 0, which violates (4) and matches the graded
profile (7) to within 3%.

The optimal architecture now traverses the lattice (Figure 3): k⋆ = 12 for n ≲ 50,
k⋆ = 4 for 80 ≲ n ≲ 2500, and k⋆ = 1 for n ≳ 5000. Predicted and measured k⋆ agree
on 14 of 14 sample sizes, including the grid point n = 50 adjacent to the first boundary.
The measured intermediate regime is 80 ≲ n ≲ 2500, against the window (8) predicted by
Proposition 7, 80 ≲ n ≲ 2500. The intermediate regime is wide, nearly two decades of n,
so the interior of the lattice is not a knife-edge phenomenon once the defect has structure.
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Figure 3: Left: graded defect. Shaded bands mark the measured k⋆ regimes; the optimum descends the
subgroup lattice 12 → 4 → 1 as n grows, and halts at the true symmetry group of the target before
continuing to the unconstrained model. Right: two-layer tanh networks with gradients projected onto Vk (5
seeds, error bars ±1 s.d.). The crossover survives and moves with ε.

bounds for invariant and equivariant networks. Our Proposition 3 is the same phenomenon specialised to a
lattice, and we claim no novelty for it; it is the substrate for the rest.

Approximate and partial equivariance. Wang et al. [2022] relax equivariance for imperfectly symmetric
dynamics; Finzi et al. [2021] place residual pathway priors that make equivariance a soft constraint; Romero
and Lohit [2022] learn the degree of equivariance from data. Closest to us is Petrache and Trivedi [2023],
who establish approximation�generalisation trade-o�s under approximate group equivariance in considerable
generality. The delta we claim is not the existence of the trade-o� but its resolution: because our family is a
�nite lattice with computable pk and δk, we obtain the minimiser rather than a bound on the risk, and the
minimiser turns out to degenerate � Theorem 5 has, to our knowledge, no counterpart in that literature,
and it is not visible from bounds that are loose in the constants, since the collapse is a statement about
exact cancellation between two constants.

Learning the architecture. A parallel line asks whether tying can be learned rather than imposed
[Neyshabur, 2020, d'Ascoli et al., 2021], and the geometric deep learning programme [Bronstein et al., 2021]
organises architectures by their symmetry groups, which is exactly the axis we are sliding along. Our
contribution is orthogonal to search: we give the answer that a search over this lattice would return, in
closed form.

6 Limitations

The model is linear, the group is cyclic and abelian, the input distribution is isotropic Gaussian, and the
noise is homoscedastic � four assumptions that between them make Propositions 1�4 exact and that a real
architecture satis�es none of. Three consequences deserve emphasis. (i) Theorem 5 depends on the precise
form of γk in (4), which is a dimension count valid for the regular representation of a cyclic group; we expect
the a�ne cancellation to be special to this case rather than universal, and we have not checked non-abelian
groups, where the commutant decomposes by isotypic component and the dimension count changes. It would
be a mistake to read the collapse as a general argument against partially equivariant architectures. (ii) The
ε−2 law is a statement about crossover in n at �xed σ; with structured or heteroscedastic noise, σ2 is replaced
by a projected noise level that itself depends on k. (iii) The nonlinear experiment is a control, not evidence:
it uses a matched teacher�student architecture, �ve seeds, and no optimisation beyond �xed-step gradient
descent, so it can only show that the crossover is not destroyed by nonlinearity.
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descent, so it can only show that the crossover is not destroyed by nonlinearity.
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Figure 3: Left: graded defect. Shaded bands mark the measured k⋆ regimes; the optimum
descends the subgroup lattice 12 → 4 → 1 as n grows, pausing at the subgroup that best
captures the structured part of the defect before continuing to the unconstrained model.
Right: two-layer tanh networks with gradients projected onto Vk (10 seeds, 8 sample sizes,
error bars ±1 s.d.). The crossover survives and moves with ε.

This is the more useful reading of the result for practice: the sample size at which one
should stop assuming a symmetry is the sample size at which the data can afford to estimate
the part of the map that the symmetry forbids, and if the target has a genuine, smaller
symmetry group, architecture selection by risk finds that group before falling through to no
symmetry at all.

4.5. Nonlinear control
To check that the crossover is not an artifact of linearity we repeat a reduced grid with two-
layer networks x 7→ W2 tanh(W1x), trained by full-batch gradient descent with both iterates
projected onto Vk after each step (so the network is exactly Ck-equivariant throughout

7

GRADED TARGET (PROP. 7)

W ⋆ = u12 + b u4 + c u1, (b, c) = (0.35, 0.08) — far
from convolutional, close to C4-equivariant.

The optimum descends the lattice in discrete
steps:

k⋆=12 k⋆=4 k⋆=1
n≈50 n≈2500

Predicted and measured k⋆ agree on 14/14 sample
sizes, and the measured window matches the
closed form: two decades of n, not a knife edge.

The practical reading. If the target has a genuine, smaller symmetry group, archi-
tecture selection by risk finds that group before falling through to no symmetry at all.
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What we checked, and what we did not

The Symmetry Budget

Table 2: Crossover sample size: measured (median over 40 seeds, located on a logarithmic
grid) versus the parameter-free prediction n⋆ = σ2d(d−1)/ε2. Measured values are reported
as median [IQR] across seeds.

ε 0.05 0.07 0.10 0.14 0.20 0.28 0.40 0.57 0.80
measured n⋆ (median) 13849 6393 3357 1763 926 427 224 118 70
IQR [12799, 14900] [5910, 6900] [3100, 3620] [1630, 1900] [855, 1000] [395, 460] [208, 240] [108, 128] [62, 78]
predicted n⋆ 13200 6735 3300 1684 825 421 206 102 52
ratio 1.05 0.95 1.02 1.05 1.12 1.01 1.09 1.16 1.36

4.4. Structured defects restore the interior of the lattice
Theorem 5 predicts its own failure mode, and Proposition 7 gives the closed-form defect
profile for the structured case. We repeat the experiment with a graded target, W ⋆ =
u12 + b u4 + c u1, where u12 ∈ V12, u4 ∈ V4 ∩ V⊥

12 and u1 ∈ V⊥
4 are unit-norm and (b, c) =

(0.35, 0.08): the target is far from convolutional but close to C4-equivariant. Measured
defects are δ2

12 = 0.129, δ2
4 = 0.0064, δ2

1 = 0, which violates (4) and matches the graded
profile (7) to within 3%.

The optimal architecture now traverses the lattice (Figure 3): k⋆ = 12 for n ≲ 50,
k⋆ = 4 for 80 ≲ n ≲ 2500, and k⋆ = 1 for n ≳ 5000. Predicted and measured k⋆ agree
on 14 of 14 sample sizes, including the grid point n = 50 adjacent to the first boundary.
The measured intermediate regime is 80 ≲ n ≲ 2500, against the window (8) predicted by
Proposition 7, 80 ≲ n ≲ 2500. The intermediate regime is wide, nearly two decades of n,
so the interior of the lattice is not a knife-edge phenomenon once the defect has structure.
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bounds for invariant and equivariant networks. Our Proposition 3 is the same phenomenon specialised to a
lattice, and we claim no novelty for it; it is the substrate for the rest.

Approximate and partial equivariance. Wang et al. [2022] relax equivariance for imperfectly symmetric
dynamics; Finzi et al. [2021] place residual pathway priors that make equivariance a soft constraint; Romero
and Lohit [2022] learn the degree of equivariance from data. Closest to us is Petrache and Trivedi [2023],
who establish approximation�generalisation trade-o�s under approximate group equivariance in considerable
generality. The delta we claim is not the existence of the trade-o� but its resolution: because our family is a
�nite lattice with computable pk and δk, we obtain the minimiser rather than a bound on the risk, and the
minimiser turns out to degenerate � Theorem 5 has, to our knowledge, no counterpart in that literature,
and it is not visible from bounds that are loose in the constants, since the collapse is a statement about
exact cancellation between two constants.

Learning the architecture. A parallel line asks whether tying can be learned rather than imposed
[Neyshabur, 2020, d'Ascoli et al., 2021], and the geometric deep learning programme [Bronstein et al., 2021]
organises architectures by their symmetry groups, which is exactly the axis we are sliding along. Our
contribution is orthogonal to search: we give the answer that a search over this lattice would return, in
closed form.

6 Limitations

The model is linear, the group is cyclic and abelian, the input distribution is isotropic Gaussian, and the
noise is homoscedastic � four assumptions that between them make Propositions 1�4 exact and that a real
architecture satis�es none of. Three consequences deserve emphasis. (i) Theorem 5 depends on the precise
form of γk in (4), which is a dimension count valid for the regular representation of a cyclic group; we expect
the a�ne cancellation to be special to this case rather than universal, and we have not checked non-abelian
groups, where the commutant decomposes by isotypic component and the dimension count changes. It would
be a mistake to read the collapse as a general argument against partially equivariant architectures. (ii) The
ε−2 law is a statement about crossover in n at �xed σ; with structured or heteroscedastic noise, σ2 is replaced
by a projected noise level that itself depends on k. (iii) The nonlinear experiment is a control, not evidence:
it uses a matched teacher�student architecture, �ve seeds, and no optimisation beyond �xed-step gradient
descent, so it can only show that the crossover is not destroyed by nonlinearity.

6

102 103 104

n

10 3

10 2

10 1

100

ex
ce

ss
 ri

sk

graded defect: k : 12 4 1
k = 1
k = 2
k = 3

k = 4
k = 6
k = 12

102 103

n

10 2

10 1

100

te
st

 M
SE

2-layer tanh, = 0.1

102 103

n

10 2

10 1

100

2-layer tanh, = 0.4

k = 1
k = 3
k = 12

Figure 3: Left: graded defect. Shaded bands mark the measured k⋆ regimes; the optimum descends the
subgroup lattice 12 → 4 → 1 as n grows, and halts at the true symmetry group of the target before
continuing to the unconstrained model. Right: two-layer tanh networks with gradients projected onto Vk (5
seeds, error bars ±1 s.d.). The crossover survives and moves with ε.

bounds for invariant and equivariant networks. Our Proposition 3 is the same phenomenon specialised to a
lattice, and we claim no novelty for it; it is the substrate for the rest.

Approximate and partial equivariance. Wang et al. [2022] relax equivariance for imperfectly symmetric
dynamics; Finzi et al. [2021] place residual pathway priors that make equivariance a soft constraint; Romero
and Lohit [2022] learn the degree of equivariance from data. Closest to us is Petrache and Trivedi [2023],
who establish approximation�generalisation trade-o�s under approximate group equivariance in considerable
generality. The delta we claim is not the existence of the trade-o� but its resolution: because our family is a
�nite lattice with computable pk and δk, we obtain the minimiser rather than a bound on the risk, and the
minimiser turns out to degenerate � Theorem 5 has, to our knowledge, no counterpart in that literature,
and it is not visible from bounds that are loose in the constants, since the collapse is a statement about
exact cancellation between two constants.

Learning the architecture. A parallel line asks whether tying can be learned rather than imposed
[Neyshabur, 2020, d'Ascoli et al., 2021], and the geometric deep learning programme [Bronstein et al., 2021]
organises architectures by their symmetry groups, which is exactly the axis we are sliding along. Our
contribution is orthogonal to search: we give the answer that a search over this lattice would return, in
closed form.

6 Limitations

The model is linear, the group is cyclic and abelian, the input distribution is isotropic Gaussian, and the
noise is homoscedastic � four assumptions that between them make Propositions 1�4 exact and that a real
architecture satis�es none of. Three consequences deserve emphasis. (i) Theorem 5 depends on the precise
form of γk in (4), which is a dimension count valid for the regular representation of a cyclic group; we expect
the a�ne cancellation to be special to this case rather than universal, and we have not checked non-abelian
groups, where the commutant decomposes by isotypic component and the dimension count changes. It would
be a mistake to read the collapse as a general argument against partially equivariant architectures. (ii) The
ε−2 law is a statement about crossover in n at �xed σ; with structured or heteroscedastic noise, σ2 is replaced
by a projected noise level that itself depends on k. (iii) The nonlinear experiment is a control, not evidence:
it uses a matched teacher�student architecture, �ve seeds, and no optimisation beyond �xed-step gradient
descent, so it can only show that the crossover is not destroyed by nonlinearity.

6

Figure 3: Left: graded defect. Shaded bands mark the measured k⋆ regimes; the optimum
descends the subgroup lattice 12 → 4 → 1 as n grows, pausing at the subgroup that best
captures the structured part of the defect before continuing to the unconstrained model.
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This is the more useful reading of the result for practice: the sample size at which one
should stop assuming a symmetry is the sample size at which the data can afford to estimate
the part of the map that the symmetry forbids, and if the target has a genuine, smaller
symmetry group, architecture selection by risk finds that group before falling through to no
symmetry at all.

4.5. Nonlinear control
To check that the crossover is not an artifact of linearity we repeat a reduced grid with two-
layer networks x 7→ W2 tanh(W1x), trained by full-batch gradient descent with both iterates
projected onto Vk after each step (so the network is exactly Ck-equivariant throughout

7

Two-layer tanh networks, gradients projected onto

Vk at every step (10 seeds, 8 sample sizes). The

crossover survives nonlinearity and moves with ε —

a qualitative control, not a scaling law.

HONEST LIMITS

Linear model, cyclic group, Gaussian inputs,
homoscedastic noise — what makes Props.
1–7 exact.

Collapse rests on γk, a count valid for
one-dimensional irreps. Prop. 8 says exactly
when it survives for non-abelian groups — and
when it fails.

ε−2 holds at fixed σ; structured noise replaces
σ2 by a k-dependent level. Not a claim about
real vision architectures.

OPEN: estimating δk from a real dataset —
CIFAR-10 under translation — rather than
constructing it.
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Three things to take away

1
Architecture choice is a choice of subgroup, and in the cyclic linear model the
trade-off is computed, not bounded: n⋆ = σ2d(d− 1)/ε2, verified at d = 8, 12, 16.

2
Under generic symmetry breaking, partial weight tying is not a hedge: the lat-
tice collapses to its endpoints at every sample size. Sharp transition, not smooth
interpolation.

3
Under structured breaking the interior returns. The useful question is not how
much symmetry to assume, but which symmetry the defect leaves intact.

Code, data, and a per-claim validation harness (47 unit tests, full protocol in < 4 CPU-minutes):
github.com/CLMI-Lab/symmetry-budget islam23@itu.edu.tr


