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Global weather data are too coarse for local risk

ERA5 2 m temperature on its 0.25° grid

downscaling

8 × finer

What a coarse grid sees
2° cells: one value per 64 fine cells

What local risk needs
0.25° grid: districts and coastlines

260
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One coarse value has to stand for 64 fine grid cells.
Global models resolve tens of kilometres, while heat, wind and flood risk play out locally.
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Coarse weather admits many finer fields

We want a conditional ensemble of temperature and wind fields, given a coarse atmospheric input.

Coarse field c

Conditional diffusion
pθ(x | c)

noise z

Fine-scale ensemble x(1), . . . , x(16)

Different noise draws represent unresolved spatial variability.

Research question

Does the best diffusion formulation depend on whether it generates a full field or a residual?

Paper: Introduction and Section 2. Diagram is conceptual.
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Two generation targets, one shared framework

CorrDiff-style

A frozen regressor supplies the mean. Diffusion
generates a residual.

c

z

gϕ regression

frozen
rθ diffusion

x̂
mean

residual

x̂ = gϕ(c) + rθ(z, c, gϕ(c))
Full-domain denoising
Two trained networks

Patch-DM-style

A patched denoiser generates the full field,
sharing features across patches.

c

z

fθ patched denoiser

x̂

x̂ = fθ(z, c)
Shifted feature collage; global context
One trained network

Within each family: compare ϵ-DDPM with EDM.
Architecture and target remain coupled in the main comparison.

Paper: Table 1 and Section 2. These are style-matched research implementations. Schematics follow the equations; icons are conceptual.
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A shared ERA5 benchmark tests three settings

Perfect-model task: coarsen ERA5, then reconstruct its
original 0.25◦ grid.

Input Output Years

E1 (8×) 82 1282 2018–20
E2 (16×) 162 1282 2018–20
E3 (8×) 82 2562 2019–20

T2m, u10m, v10m, every 6 hours
Chronological split: 80 / 10 / 10%

2 Models and evaluation

Diffusion targets and network predictions. We distinguish the quantity generated from the quantity
predicted by the network. Diffusion generates either the standardized full field x0 or the standardized
residual after subtracting a frozen regression prediction. At each noise level, the network predicts
added noise ε, diffusion velocity v (a field–noise combination, distinct from northward wind), or an
EDM-preconditioned clean-field estimate x̂0 (Table 1). CorrDiff uses a full-domain residual denoiser;
Patch-DM uses patches with features combined across a shifted grid, a global conditioning code, and
positional embeddings. Both use a shared backbone; our CorrDiff implementation differs from the
production CorrDiff system.

Table 1: Configuration guide. “Full” and “residual” describe the diffusion target; ε, v, and x̂0 describe
network prediction. The last two rows are E3 seed-0 controls.

Model Denoising domain Diffusion target Prediction Networks

CorrDiff-DDPM Full domain Residual ε 2
CorrDiff-EDM Full domain Residual x̂0 2
Patch-DDPM Patched Full ε 1
Patch-EDM Patched Full x̂0 1
Patch-v Patched Full v 1
Patch-res-EDM Patched Residual x̂0 2

Data and training. We use ERA5 [9] on its regular 0.25◦ grid: 2 m temperature and the eastward and
northward 10 m wind components (u, v), sampled at 00, 06, 12, and 18 UTC. In this perfect-model
benchmark, we artificially coarsen ERA5 by average pooling, bicubically upsample the inputs, and
treat the original 0.25◦ fields as truth. E1 reconstructs 1282 grids from 162 inputs (8×); E2 uses 82
inputs (16×). Both use 2018–2020 and nominal 32◦ boxes centered on Hong Kong, Singapore, and
Tokyo. E3 reconstructs 2562 from 322 (8×), using 2019–2020 and 64◦ boxes. The regions overlap
substantially (Figure 1); these are broad regional domains rather than city-scale patches.
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(b) E3: 256 × 256
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Figure 1: Nominal requested domain extents in latitude–longitude coordinates. Colored rectangles
show overlapping ERA5 boxes, with dots marking the three centers. Rectangles represent requested
bounds, not independently recovered NetCDF pixel-center coordinates.

Within each region, we split chronologically into 80% training, 10% validation, and 10% test frames.
Then, the three regions are pooled to train one model per configuration and seed. For each variable,

2

Overlapping domains centred on Hong Kong,
Singapore and Tokyo.

Common training and evaluation

Shared U-Net family and data pipeline. 50,000 steps per trained network; 16 ensemble members per
input.

Paper: Figure 1, Section 2 and Appendix A. E3 also changes years, domain, batch size and patch configuration.
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CRPS ranking depends on the configuration

At E1, EDM improves RMSE in both families. The fair-CRPS ordering reverses.

0.105 0.110 0.115 0.120

0.11400.1127
0.11670.1065

 (CorrDiff)Residual

 (Patch)Full field

0.045 0.050 0.055

0.0522 0.0530
0.05420.0462

 (CorrDiff)Residual

 (Patch)Full field

Ensemble-mean RMSE

Fair CRPS standardized, lower is better

DDPM (²) EDM

The target matters.
Residual target: DDPM has lower CRPS.
Full-field target: EDM has lower CRPS.

E1 examples: single members, one test date
Coarse
input

CorrDiff
EDM

Patch
DDPM

Patch
EDM

ERA5
truth

T2m

u10m

v10m

Chart: Table 2, E1 (8× to 1282), means of three trained and evaluated runs. Maps: camera-ready Appendix K, E1 seed 0, one member per model; row colour scales not shown.
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Noise prediction fails at the larger setting

At E3, patched full-field ϵ-DDPM fails in all three runs despite low late training losses.

0 2 4 6
Temperature RMSE (K)

Seed 0

Seed 1

Seed 2

5.89

5.00

5.62

Bicubic 1.213 K
Patch-DDPM (²) Patch-EDM

Patch-DDPM
single draw

Patch-DDPM
ensemble mean

Patch-EDM
single draw

ERA5 truth

Patch-aligned offsets in the single sample.

Mean temperature RMSE

5.505 ± 0.454 K for Patch-DDPM versus 0.581 ± 0.001 K for Patch-EDM.

Paper: Table 13, Figure 2 and its ensemble-mean panels (cropped). Right: E3 Hong Kong, seed 0, first test frame, one colour scale.
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Noise errors can amplify during reconstruction

At high noise, the clean signal coefficient becomes very small.

xt =
√

ᾱt x0 +
√

1 − ᾱt ϵ

x̂0 − x0 = −
√︃

1 − ᾱt

ᾱt⏞ ⏟⏟ ⏞
error amplification

δ

Noise-prediction error: ϵ̂ = ϵ + δ.
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Approximate gain at the initial sampling step

noise prediction (²)

velocity prediction (v): at most 1

A testable explanation

Velocity prediction has a reconstruction-error gain bounded by one.
This motivates an intervention; it does not identify the entire failure mechanism.

Paper: Appendix G. Reconstruction identity and tested schedule; the gain is a sensitivity calculation. Chart: the identity over ᾱt , no schedule assumed.
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Velocity prediction repairs temperature accuracy

Retrain the same patched architecture with a velocity-prediction objective.

Full-field model NFE T RMSE (K) CRPSz SSR

Patch-DDPM (ϵ) 50 5.892 .1623 1.49
Patch-v 50 .597 .0467 .75
Patch-EDM 99 .580 .0454 .94

Fixed: architecture, noise schedule, DDIM grid, training steps and sampling budget.

What the intervention changes

Both reconstruction conditioning and loss weighting. Temperature improves, while the reported
spread–skill ratio remains below one.

Paper: Table 3 and Appendix G. E3 seed 0 only. Bars are to scale. Diffusion velocity is distinct from northward wind.
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More DDIM steps do not remove the failure

More sampling effort

Patch-DDPM at E3, seed 0
50 to 100 DDIM steps

5.89 K → 5.79 K
Temperature failure remains.

Less sampling effort

Patch-EDM at E1, seed 0
50 to 25 Heun steps

99 → 49 NFE
RMSEz remains 0.1065.

DDIM Patch-DDPM

Heun Patch-EDM

· · ·

· · ·

50 steps → 50 NFE

50 steps → 99 NFE

one network evaluation

Heun’s last step uses one

Equal solver steps do not mean equal compute.
Default NFE differences are a budget choice, not an inherent efficiency ranking.

Paper: Section 3 and Appendix F. NFE = network function evaluations. Controls apply to the recorded checkpoints. Squares show the per-step pattern.
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Reliable generation needs more than low loss

Prediction parameterization matters

Low late training loss can coexist with
inaccurate generation.

The controlled repair is the central result

At E3 seed 0, temperature RMSE falls from
5.89 K to 0.597 K.

Thank you.
We acknowledge NVAITC support and the CUHK Vice-Chancellor Early Career Professorship Research Startup Fund.

Paper: Conclusions and acknowledgments.
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